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Many application fields use com-
puter-controlled systems, with different lev-
els of criticality requirements. A common
characteristic of such embedded systems is
their increasing complexity in intrinsic
terms—distribution management, redun-
dancy, functionality layering, and so on—and
of their in-the-field operation—environmen-
tal interfaces, timing constraints, controlled
application criticality, and so on. Designers
rarely completely master this increasing com-
plexity. Usual design practices often suffer
from partial approaches, overlooked details,
inadequate modeling, insufficient prototyp-
ing, and limited design tools or available tech-
niques. With these shortcomings, designs
often end up addressing incorrect, incom-
plete, or misunderstood user requirements—
often the main cause of a design’s or system’s
final failure.1

A full solution to this situation is far away,
but solving these problems requires develop-
ment and testing of design processes.
Improved processes need to address the entire
system and integrate as many relevant
requirements as possible, including interac-
tions with the environment. The current dis-
ciplines of hardware, firmware, software, and
application engineering—commonly con-
sidered as separate—must evolve toward a

system engineering discipline. This system
engineering must encompass all previous
approaches to provide the reliability expect-
ed from systems that control critical envi-
ronments.2 This integrated discipline should
encompass the following:

• An interdisciplinary approach to satisfy user
needs. Computer engineers need to inter-
act with other engineers (such as mechan-
ical or chemical), system users, and society
to understand their needs. These require-
ments would include environmental,
legal, and ethical considerations.

• The evolution and verification of product
and process designs. The quality of a prod-
uct design depends on the quality of the
process that produces it. Manufacturers
must verify the qualities of both product
and process design; the product-in-a-
process approach is an evolutionary one
that must account for changes and mod-
ifications.

• An integrated and best-balanced set of prod-
uct and process designs. Integration and bal-
ance of these items are crucial points.
Providing these qualities requires some sort
of verifiable compositionality property of
components that contributes to the sys-
tem’s total quality from the viewpoints of
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structure, functionality, nonfunctional
properties, and interaction. The concept
of verifiable compositionality is complete-
ly different from—and much more
demanding than—the usual approach
based on composition of building blocks.
It implies the preservation of properties
(either structural, functional, or nonfunc-
tional) and the ability to verify them.

Validation of dependable system design
The increasing complexity of computer-con-

trolled systems has exposed the limits of the val-
idation techniques—such as code review,
testing, fault trees, and failure mode error analy-
sis—traditionally used in industry to cope with
these systems’ increasingly demanding depend-
ability requirements. Moreover, new technolo-
gies such as object-oriented design and
programming, advanced user interfaces, hard-
ware-software codesign, and commercial off-
the-shelf software components present new
challenges for the validation process. Tradi-
tional validation techniques are increasingly
complemented with advanced validation tech-
niques, such as formal verification, model-
based dependability evaluation, schedulability
analysis, and fault injection. These techniques
aren’t intended to replace traditional validation
techniques but to integrate with them.

Formal verification
Formal verification is a hot topic especially

for the development of dependable embed-
ded systems. The use of formal methods for
the specification and verification of system
properties is one methodological improve-
ment in the system production process.
Together with other techniques, formal meth-
ods can make it possible to reach high-quality
standards. International standards and guide-
lines increasingly require use of formal-
methods for the development of safety-critical
computer-controlled systems.

Formal methods are mathematically based
techniques that can offer a rigorous and effec-
tive way to model, design, and analyze com-
puter systems. They have been a research topic
for many years and the question now is
whether system designers can effectively use
them in industrial applications. Tool support
is necessary for a fully industrial-strength
process, and designers need improved inte-

gration of formal methods with other software
engineering practices.

Researchers have proposed several approach-
es to using formal methods in the development
process. The proposed methods differ in the
degree of the method’s involvement within the
development process, the simplest being the
mere practice of writing rigorous specifica-
tions. Industry acceptance of formal methods
is strictly related to the investment needed to
introduce them, the maturity of available tools,
and the ease of using these techniques and
tools. Designers often prefer a graphical rep-
resentation, even at the cost of losing some
formality. So, despite some success in using
development processes built around a specific
formal method, the industrial trend is cur-
rently toward the use of graphical specification
formalisms. The Specification and Descrip-
tion Language (SDL) is a notable example. 3

We roughly classify formal verification
methods and tools into two categories: so-
called proof- and model-theoretical approach-
es. In proof-theoretical approaches, designers
model the system state in terms of set-
theoretical structures on which they define
invariants. They model operations on the state
by specifying the operations’ pre- and post-
conditions in terms of system state. Invariants
must be proved—by means of theorem prov-
ing—to hold through the system’s execution. 

Model-theoretical approaches, on the other
hand, work on a finite state representation of
system behavior. In these approaches, design-
ers usually conduct verification by applying
model-checking algorithms or equivalence
relations over the system model to check
desired properties. In particular, designers
might express safety requirements as tempo-
ral-logic formulas and check these require-
ments on the system model. Model-theoretical
approaches provide a direct and automatic ver-
ification method of system properties.

Unfortunately, this approach suffers from
the state space explosion problem: Systems
composed of several subsystems or highly
dependent on data values can have a finite
state model whose number of states varies
exponentially with the number of the com-
ponent subsystems. Recent advances in cop-
ing with the state space explosion problem use
symbolic manipulation algorithms inside
model checkers or various compression tech-
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niques (as in the Spin model checker4). Many
successful verification experiments have been
carried out with tools using the previously dis-
cussed algorithms and techniques.

In contrast, proof-theoretic approaches can
exploit their generalization capability to avoid
the state explosion problem. In general, how-
ever, they require more skill in using theorem-
proving tools, and, therefore, more investment,
in terms of designer know-how and training.
This experience is necessary because people
usually must guide theorem proving, so the
process is not totally automatic. Consequent-
ly, the proof details cannot be hidden from the
tool user. Researchers have recently investi-
gated the integration of model-checking and
theorem-proving approaches,5 which seems to
be the most potentially beneficial perspective.

Model-based dependability validation
Besides combinatorial models such as fault

trees, researchers have developed many other
state-space-based models and tools for
dependability modeling and analysis.

The dependability community has widely
used modeling based on Markov processes
because of this modeling type’s powerful rep-
resentative capabilities.6 These approaches
must face the increasing complexity of sys-
tems and, consequently, of models. Queuing
networks, stochastic process algebras,7 and sto-
chastic Petri nets—modeling tools at a high-
er level than Markov chains—offer a solution.
These tools can deal with different abstrac-
tion levels of the analysis, still basing model
solutions on a direct transformation to
Markov models. However, high-level models
have advantages in the model generation
phase, because they yield compact models
even for complex systems, and they often use
efficient state space reduction algorithms in
the solution phase as well.

Approaches based on Petri nets models are
becoming popular because they offer appeal-
ing graphical visualization of the models and
because of the natural way in which the for-
malism represents concurrency, competition,
and synchronization. Researchers augmented
basic Petri nets to perform quantitative analy-
sis of performance and dependability attrib-
utes, first with stochastic Petri nets (SPN) and
later with generalized stochastic Petri nets
(GSPN).8 The stochastic process underlying

SPN and GSPN models is a discrete-space,
continuous-time, homogeneous Markov
process. Further, stochastic activities networks9

and the stochastic reward nets10 are GSPN
extensions that do not increase the represen-
tative power but provide useful shorthand
notations to concisely represent complex
dependencies among model elements. Many
tools based on these formalisms (such as Ultra-
SAN, Stochastic Petri Net Package, and others)
provide dependability modeling and auto-
mated evaluation of dependability attributes.

Researchers have proposed other classes of
Petri nets with an underlying stochastic
process that is not a simple Markov process.
These include deterministic and stochastic
Petri nets11 and Markov regenerative stochas-
tic Petri nets.12 These methods, however, still
lack efficient solution algorithms and fully
automated evaluation tools.

The quantitative analysis of a computer sys-
tem’s dependability attributes using stochastic
modeling is a process that requires ability and
experience. Building the system model
requires assumptions, simplifications, and
abstractions whose impact on the final results
cannot be estimated beforehand. Also, slight
variations in a crucial parameter’s value might
dramatically change the final measures.

Analytical models have usually targeted par-
ticular mechanisms or specific parts of the sys-
tems. When designers use analytical models for
modeling entire complex systems,13,14 several
problems occur, such as subtle interactions
between hardware and software, model stiffness,
and state explosion. Despite the modularity in
defining the model, the analysis has to solve the
model in its entirety to maintain the Markov-
ian properties. Therefore, models of real—even
rather simple—systems tend to be abstract and
usually do not account for all details.

Schedulability analysis
Embedded systems are often real-time sys-

tems that can exhibit timing faults, typically
caused by executing too many different tasks
with limited computational resources. The
main validation activity is the search for a fea-
sible schedule. Researchers have studied sched-
uling for a long time, and many schemes for
static and some for dynamic scheduling exist.

Designers validate such systems by making
many often unrealistic assumptions. For this
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reason, few commercial tools support schedu-
lability analysis. Only recently, tools like the
Prototyping Environment for Real-Time Sys-
tems (PERTS), now called Rapid RMA (for
rate monotonic analysis; see http://www.tripac.
com/html/products.html), and TimeWiz
(http://www.timesys.com) have supplemented
the available low-level debugging or execution-
tracing tools with schedulability analysis.

What is still missing is an overall integrated
design environment that lets designers, with-
in a coherent design methodology, evaluate the
impact of different priority schemes and sched-
uling algorithms on design-level, real-time sys-
tem performance and functionality. The hard
real-time-hierarchical object-oriented design
(HRT-HOOD)15 methodology takes a step in
this direction by explicitly addressing the
design of hard real-time systems in an object-
based framework and providing a means for
verifying their performance.

Validation based on fault injection
Fault injection is an experimental activity

complementing the analytical techniques pre-
viously described and aims at testing the system
behavior in the presence of faults. Fault injec-
tion campaigns contribute to fault forecasting
by studying either error propagation and laten-
cy or the coverage of fault tolerance mecha-
nisms. Despite many studies dealing with
coverage and latency, only a few attacked them
in a unified way.16 Fault injection is particular-
ly good at revealing those imperfections caus-
ing a loss of fault coverage, which arise from the
incorrect definition and application of the
mechanisms, with respect to the considered
fault assumptions. Estimating the fault assump-
tions’ coverage requires other types of analyses.

Designers must consider two main crite-
ria—the system abstraction level and the form
of injection—for the experimental validation
of fault-tolerant systems. In considering the
system abstraction level, it is possible to dis-
tinguish between cases in which a physical sys-
tem is available and cases in which a
simulation model describes the system’s struc-
ture and/or behavior.

The form of injection can be either physical
or logical. In physical fault injection, designers
inject faults directly into physical components
through mechanical or electromagnetic alter-
ations. In logical injection, designers alter

Boolean variables or data in the system.
Most studies on physical injection used pin-

level injection, although some studies used
other techniques like heavy-ion radiation for
specific systems. Sometimes, uncertainty exists
as to the ability of a pin injection to accurate-
ly represent a particular fault. Another main
problem is that higher integration levels and
clock rates make accessing the physical com-
ponents themselves more difficult. Hybrid
injection—injecting faults at the logical level
of the physical components—provides the
main solution to these problems.

Designers can also apply fault injection at a
more abstract level.6 They can inject specific,
anticipated faults in the formal specification to
check that the system satisfies given correct-
ness properties, even in case of faults. 

Needs for integration of validation
Today, these validation techniques remain

separate and are not at all integrated; that is,
each technique requires defining a particular
system model. Such a model focuses on tech-
nique-specific aspects, and has no relation
with models defined for other validation tech-
niques. In a coherent system approach, apply-
ing these techniques cannot be a juxtaposition
of unrelated techniques, but must integrate
techniques by using different but semantical-
ly related models.

Two recent European projects—Guards
and HIDE—address this need. 

Guards validation framework
Guards, a European Economic Communi-

ty Esprit project, aims to design and develop
a Generic Upgradeable Architecture for Real-
Time Dependable Systems, together with an
associated development and validation envi-
ronment.5 The intent is to configure instances
of a generic architecture that can meet the
diverse requirements of critical real-time appli-
cation domains. The cost of validation and
certification of instances of the architecture
thus becomes a critical factor. The effort to
reduce this cost has exploited reuse of already-
validated components in different instances,
supported software components of different
criticality, and focused validation obligations
on a minimum set of critical components.

The Guards validation strategy considered
both the short-term goal of validating the
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architecture’s design principles and the long-
term goal of validating instances of the archi-
tecture for specific requirements. Different
methods, techniques, and tools contributed to
these validation objectives. Figure 1 depicts the
validation environment17 that supports this
strategy and illustrates the relationships among
components and their interactions with the
architecture development environment.

Figure 1 explicitly identifies the main vali-
dation components: formal verification, model-
based evaluation, fault injection, and the
methodology and supporting tool set for
schedulability analysis. The figure also high-
lights the complementary use of the validation
components. In particular, fault injection car-
ried out on prototypes complements the other
validation components. It provides ways to
assess the validity of the necessary assumptions
made by the formal-verification tasks and to
estimate the coverage parameters included in
the analytical models for dependability evalu-
ation.

Formal verification
The Guard project used formal approach-

es for specification and as a design aid. The
project applied formal approaches to verify

critical dependability mechanisms—namely,
clock synchronization, interactive consisten-
cy, fault diagnosis, and multilevel integrity.
The first three mechanisms constitute basic
building blocks of the architecture, and the
fourth one corresponds to a major Guard
innovation.

The formal approaches applied included
both theorem proving and model checking,
and the verification of clock synchronization
relied heavily on the Prototype Verification
System (PVS). This verification work led to a
general theory for averaging and nonaveraging
synchronization algorithms.5 The verification
work concerning interactive consistency, fault
diagnosis, and multilevel integrity was based
on model checking using the Just Another
Concurrency Kit tool set and on the frame-
work introduced by Bernardeschi, Fantechi,
and Simoncini6 to deal with dependable sys-
tems.

Model-based dependability evaluation
Model-based dependability evaluation in

the Guards context posed several of the mod-
eling problems discussed earlier (stiffness, com-
binatorial explosion, and so on). To master
these problems, the project carried out differ-
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ent modeling activities, choosing modeling
details and levels to fit specific evaluation
objectives.5 Some models addressed several
issues concerning the analysis of generic mech-
anisms and of specific features for selected
instances; for example, phased missions for
space prototype instances and intrachannel
error detection for railway prototype instances.

An incremental approach proposing modu-
lar constructs established a baseline set of mod-
els for the architecture’s prototype instances. A
general notation enabled a consistent interpre-
tation of model parameters (layers, correlated
faults, and so on), and guided the choice of a
particular instantiation of the architecture,
according to the end-user application’s depend-
ability requirements. Detailed models allowed
a more comprehensive analysis of the instances’
behavior. Although researchers in each area
used different tools, they based all modeling on
stochastic Petri nets to allow reuse of the results. 

Schedulability analysis
The design and development of a Guards

software application exploits an HRT design
method based on the HRT-HOOD structur-
al design method. HRT-HOOD also address-
es the problem of designing replicated,
fault-tolerant architectures where several com-
puting and communication boards interact to
consolidate input values and output results.

To address the design of distributed sys-
tems, Guards extended HRT-HOOD to
include the concept of virtual nodes. The
method maps application tasks (HRT objects)
onto the infrastructure architecture. The tasks
are coupled with the real-time models of the
selected components to analyze and verify
their schedulability properties.

The temporal properties analysis tool set
includes a schedulability analyzer and a sched-
uler simulator. The Guards project enhanced
these tools to provide a more precise and real-
istic analysis by having them account for the
concept of thread offsets. The enhanced tools
also cope with the specific needs of a redun-
dant fault-tolerant architecture by allowing
the analysis of the interactions over the inter-
channel communication network. Further-
more, on the basis of real-time models
produced by the verification tools, they deter-
ministically schedule the critical interactions
among software functions on different chan-

nels. The tools automatically produce the
transfer slots allocated to the interactions and
a set of predefined exchange tables.

Fault injection
Guards considered fault injection an exper-

imental verification activity for use on proto-
type instances. Fault injection use had two
main objectives: 

• to complement the formal verification of
mechanisms, which made behavioral and
structural abstractions on the failure
mode assumptions; and

• to support the development of Guards
instances by assessing their overall behav-
ior in the presence of faults, in particular
by estimating coverage and latency for
the built-in error detection mechanisms.

For cost-effectiveness and flexibility, Guards
based the fault injection environment on the
software-implemented fault injection (SWIFI)
technique.18 Although the project could have
used available tools, albeit with some exten-
sions, it developed a specific fault injection tool
set (FITS). Such a tool set supports end users
in the development of specific instances of the
generic architecture. Besides injecting specific
fault or error types, FITS allows synchroniz-
ing injections with the target system by mon-
itoring trigger events.

Discussion
A set of advanced techniques form the basis

for the Guards validation framework. How-
ever, it is apparent that the framework applies
the validation techniques separately and with
little integration. The only relation linking
dependability, formal, and HRT diagram
models, for example, are mostly written doc-
uments. It was beyond the Guards project’s
scope to provide a strict integration, which
requires a much deeper research effort. One
aim of the project was to define a validation
environment as a set of support tools (a tool
kit) rather than a completely integrated envi-
ronment, because it was not possible to create
a common theoretical framework in which to
unify the adopted modeling techniques. In this
sense, the Guards validation policy is not so
different from current industrial best practices,
which apply different techniques to different
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validation phases. At best, an appropriate
requirements-tracing mechanism—sometimes
supported by a dedicated tool—links these
techniques.

Guards employed more advanced tech-
niques and tools within an overall validation
policy to provide wide validation coverage.
Further integrating the adopted techniques
requires another step: working on the models
underlying the different techniques.

HIDE approach to integration of validation
One step toward integrating different vali-

dation techniques within a common frame-
work comes from the High-Level Integrated
Design Environment for Dependability
(HIDE) European Economic Community
Esprit Project.19 HIDE’s main objective has
been the development of an integrated envi-
ronment for system design via the Unified
Modeling Language (UML). The HIDE pro-
ject’s use of the semiformal notations of UML
for describing the entire system under design
enables a more integrated validation than in
other approaches. UML lets designers devel-
op models for analyses that can assess differ-
ent properties of interest.

UML is a standard modeling language used
for visualizing, specifying, constructing, and
documenting aspects or views of systems.20 Its
developers based the language on the object-
oriented paradigm. It is heavily graphical,
using various diagrams to describe different
views of a system.

A key part of the HIDE project’s philoso-
phy is to assist the practitioner designer by
offering a UML interface and to provide
translations from the UML notation to math-
ematical models suitable for different valida-
tion types. The designer can easily validate a
design, since automatic or semiautomatic
translations into the individual mathematical
models for the particular validation(s) deal
with technicalities. The results of such vali-
dations return to the designer as annotations
in the original UML model. Usually, each
translation focuses on those UML model
components relevant to the validation of con-
cern, possibly enriched with some external
information needed for the validation itself.
Whenever possible, such enrichment is itself
modeled using UML.

A first translation maps UML structural

diagrams to timed and generalized stochastic
Petri nets for dependability assessment.21 This
translation copes with state explosion by start-
ing from simple models, making them more
complex and detailed by including refine-
ments of the relevant system parts. The trans-
lation tries to capture only the features
relevant to dependability, leaving aside all
other information. This first translation allows
a less detailed but system-wide representation
of the analyzed system’s dependability char-
acteristics. It also provides preliminary evalu-
ations of the system dependability during
early design phases. Using these evaluations,
a designer can easily verify whether the sys-
tem satisfies predefined requirements on
dependability attributes.

The translation also deals with various lev-
els of detail, from preliminary abstract UML
descriptions to refined specifications of the
last design phases. The analysis of UML high-
er-level models (structural diagrams) helps
identify the system’s critical parts, which
require a more detailed representation. By
using well-defined interfaces, such models can
include more detailed information from
refined UML models of the identified critical
system parts.

The UML diagrams that form the input of
such transformations do not have formal
semantics. Also, the specification this set pro-
vides might be incomplete or ambiguous.
Therefore, it is not possible to provide a for-
mally correct formalization of the transforma-
tion.

The second translation maps a subset of
UML statechart diagrams to Kripke structures
(or transition systems) for the formal verifi-
cation of functional properties.22 This trans-
lation defines a reference formal, operational
semantics for UML statechart diagrams with-
in HIDE. A useful aspect of such semantics is
that they are parametric on some aspects that
are not (yet) completely defined for UML. In
particular, the semantics for transition prior-
ities are parametric, which is helpful in
describing the system behavior under differ-
ent priority schemes. The operational seman-
tics have proven correct with respect to major
requirements established in the UML defini-
tion.23

Researchers have defined a compiler from
UML statechart diagrams to Promela and
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proven the compiler correct.24 Promela is the
input language of the Spin linear-time model
checker.4

The compiler definition is consistent with
the semantics definition of statechart diagrams
given by Latella, Majzik, and Massink.22

Gnesi, Latella, and Massink address the prob-
lem of branching time model checking.23

Beyond HIDE
Although limited in time and scope, the

HIDE project provided evidence that an inte-
grated approach to the successful design and
validation of dependable systems is not only
feasible but also viable. In future work, we will
focus on design methodologies and tech-
nologies that support automated validation
and verification techniques integrated into a
UML-based system design process.

Although HIDE focused more on system
design and validation technologies, our future
work aims at proposing proper design method-
ologies for dependable real-time systems. We
intend to integrate UML notation with a
design process and with validation, verifica-
tion, and evaluation techniques. Our goal is
an easy-to-use, vendor-independent, and open
logical framework for ensuring a proven qual-
ity of service for dependable, real-time systems.
The design process will guide the design and
validation of embedded real-time dependable
systems for all participants, including potential
customers, developers, and managers. It has to
cover all the special needs of a dependable,
embedded, real-time application during its life
cycle, including system maintenance during
its operational life. Adaptation or extension of
existing processes is necessary to fulfill the spe-
cial needs for design and validation strategies
related to the target field of dependability. Sup-
port for fault tolerance is necessary via the
inclusion of design patterns from a library of
stereotyped UML classes.

We will further pursue research on formal
verification as initiated by HIDE, because the
use of formal methods for proving the correct-
ness of systems is an essential methodological
improvement in system development. This
improvement will help ensure high-quality
designs. We will also provide intrinsic support
for integrating a variety of transformation-
based evaluation methods for quantitative val-
idation of system dependability concepts, such

as performance, reliability, and availability.
We intend to maintain a transformational

approach, since it proved adequate in HIDE.
The transformations must automatically
derive all mathematical models from the tar-
get system’s UML specification. They must
hide most of the background mathematics
from the designer, eliminating the need for
both a specific expertise in abstract mathe-
matics and the tedious remodeling of the sys-
tem for mathematical analysis. Moreover, our
system will automatically back annotate the
results from mathematical analysis for pre-
sentation into the UML model. This capa-
bility provides the designer with a source of
precious information for making subsequent
design choices.

The highly open integration framework
exhaustively uses standard formats for inter-
facing UML tools and mathematical analysis
packages. This way, a single and comprehen-
sive framework will integrate all the tools nec-
essary to uniformly evaluate all aspects of
dependability. Moreover, a well-defined mech-
anism for integrating new transformations will
support extending basic sets of transforma-
tions by arbitrary, domain-specific transfor-
mations.

Among techniques for the formal verifica-
tion of UML models, the model checking
approach is attractive because it involves a low
degree of interaction with the model design-
er. In this technique, designers also write the
constraints to be checked using suitable logi-
cal extensions of the UML Object Constraint
Language (OCL).

Besides investigating model checking in the
context of OCL and general UML models,
our studies particularly emphasize model-
checking techniques and tools for a behavioral
subset of UML statechart diagrams. We fore-
see these diagrams playing a major role in the
detailed functional specification of depend-
able real-time systems. Toward that end, we
will define general and efficient representa-
tions for the formal semantics of UML state-
chart diagrams to use with several model
checkers.

We will also investigate alternative approach-
es to model checking—like those based on net-
works of automata—analyzing their semantic
implications. Transformations of quantitative
extensions of UML statechart diagrams to mod-
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els like timed/stochastic/hybrid automata are
also promising. These models lend themselves
to automatic verification by means of deter-
ministic-time model checking, stochastic-time
model checking, and discrete simulation.25

Concerning quantitative evaluation, we fol-
low an approach based on transformations from
UML subsets to timed and generalized sto-
chastic Petri nets by integrating the Petri nets
into UML’s object-oriented modeling para-
digm. A first transformation aims to map UML
structural diagrams—use case, class, object, and
deployment diagrams—to timed and general-
ized stochastic Petri nets for dependability
assessment. This approach aims to cope with
state explosion by starting from simple models
and making them more complex and detailed
by refining the relevant system parts.

Another transformation will focus on a
UML dynamic model consisting of statecharts
and sequence diagrams. It aims to derive gen-
eralized stochastic Petri nets from the subset of
UML consisting of use cases, sequence dia-
grams, and so-called guarded statecharts.
Guarded statecharts are suited for modeling
dependable embedded systems with nonde-
terministic behavior. Another transformation
from (a subset of ) UML to stochastic models
will focus on stochastic model-checking tech-
niques for UML.

We developed a common language for
describing these transformations and support-
ing their implementation in the integrated envi-
ronment, which relays this information using a
graphical editor. We will use deductive database
technology for the implementation. When fully
implemented, this approach can validate sys-
tems like Guards, provided designers undertake
the effort to describe the entire system in UML.

Discussion
A first, maybe obvious, benefit of an inte-

grated approach is that integration brings
homogeneity and uniformity, which, in turn,
help manage complexity. The possibility of
having a unique system model to which design-
ers can reference during different phases of sys-
tem design certainly helps the designers deal
with all technical aspects, and also with docu-
mentation issues. This is especially true when
the modeling technique lets designers define
different views on the system, as is the case with
the UML. All this is even more beneficial

because it makes it easier to compare different
designs, and thus to evaluate alternative design
approaches to the system. HIDE has opened
further views of the system in the form of func-
tions to proper validation domains.

The driving philosophy of HIDE, although
attractive in theory, still needs experimental
evidence, which is the aim of our future work.
The use of an automatic (or semiautomatic)
translation may suffer from low efficiency. It
is extremely difficult to automatically gener-
ate validation models, which are as efficient in
terms of size as those generated manually by
skilled experts. One way to tackle this prob-
lem is to use powerful optimization techniques
in the representation of validation models.

Another issue is the level of integration. In
the HIDE experience, the end level was not
very high. Different translations usually work
on different kinds of UML diagrams, that is,
on different views, and there is not much inte-
gration between different mappings. This level
of integration is not enough. Allowing the spec-
ification of functional as well as nonfunction-
al aspects within the same kind of diagrams to
derive integrated models for different valida-
tions would increase the integration level.

The possibility of having both functional
and quantitative aspects of a critical part of a
system within the same notation is extremely
interesting and convenient since it fills the gap
that usually separates formal verification from
quantitative validation. Usually, these two
aspects of dependability assessment make ref-
erence to completely different models, and
there is no proven guarantee that such mod-
els are consistent in some sense. Enriched
notations equipped with enriched semantic
models might provide rigorous definitions of
consistency and related formal proofs. The
advantage of applying such an approach to
statechart diagrams is that these diagrams nat-
urally offer simple and effective composi-
tionality as well as abstraction mechanisms.

Compositionality lets time and probability
information be assigned locally to the com-
ponents of concern, leaving the composition
of such information to the semantics defini-
tion (the translation function). However,
compositionality appears to be a difficult
property to achieve in the context of model-
based dependability validation. A composi-
tion of Markovian models is possible by
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simply connecting submodels, but a hierar-
chical composition loses the Markovian prop-
erty. To achieve hierarchical compositionality,
it is necessary to resort to more powerful for-
malisms, such as Markov regenerative process-
es, that require techniques and tools to limit
and control state explosion.

Abstraction is even more important. It is
simply unthinkable to have a detailed model of
system behavior enriched with quantitative
information because of the model’s prohibi-
tive size. It is important to produce abstrac-
tions of system components such that they are
correct with respect to behavioral semantics
and preserve the nonfunctional properties of
such components. This way, one can specify
different (critical) components separately,
translate them into the enriched semantic
models, build conservative abstractions of
those models, and compose them with the
(abstract) models of other components. The
use of proper behavioral relations developed
in the context of process algebra and automa-
ta theory, like bisimulation and its quantita-
tive extensions, can be useful for formally
dealing with such abstractions. Additionally,
proper techniques, like abstract interpretation
may also help designers.26

Validating basic components and combin-
ing them into complex systems through

an integration process based on composition-
ality and abstraction will permit reusability,
reduce design development costs, and promote
rapid prototyping. Such an approach to design
validation of complex systems (in particular,
dependable ones) is one of the most interest-
ing and challenging frontiers for computer sys-
tem scientists and engineers. MICRO
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