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Fault and Error latency have a great impact on the dependability properties of control systems for 

critical applications. The replication techniques that are used to build such systems and the degree 

of replication usually are tailored to the tolerance of one fault (at a time) and result inadequate to 

cope with latent errors that show up altogether. For this reason, internal error detection 

mechanisms are coupled with on-line testing activities (diagnostic tests) intended to stress each 

component of the system so to induce errors and thus to anticipate their detection (reducing 

latency). Different testing strategies can be adopted on the basis of the element to be tested, the 

fault to be ‘hunted’, the characteristics of the system it is applied to. In this work we start from 

this simple consideration and will elaborate on architectural organizations to ensure safe and 

available service. 

�� ,QWURGXFWLRQ�
To build control systems for critical applications ensuring safety and availability as in railway 

control systems is a difficult task that has found a principal solution in the use and management 

of replication techniques. These techniques allow tolerating different kind of faults, but their 

redundancy has to be somehow limited due to cost factors, so they are usually tailored to tolerate 

at most one fault at a time. They are capable to resume tolerating fault after treatment has 

completed and redundancy has been restored, however they fail on the occurrence of coincident 

faults due either to common causes or to the simultaneous activation of independent dormant 

faults. Besides measures taken to avoid or at least mitigate the occurrence rate of common mode 

faults, a great effort is usually devoted to coping with error latency, i.e. the time it takes an error 

to be detected after that it was originated by a fault. Obviously, the longer is the latency, the 

higher is the probability that the system is lead to a failure. This may happen because an error 

propagated through the system in an uncontrolled and unmanageable way, but also because there 

could have been a combination of effects produced by different errors in different parts of the 

system. For these reasons, in order to shorten error latency, a continuous monitoring on all the 
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components of the system is needed, and this can be achieved with the execution of diagnostic 

tests.  

The choice of the proper testing strategy must take into account a lot of parameters: the coverage 

of the available tests, the frequency they are executed with, the elements to be tested (all the 

components of the system or just a subset of them?), the characteristics of the tests, etc. This is a 

very critical design choice because it affects the dependability properties as well as the 

performance and the cost of the system. 

In this work we focus our attention on two different architectural organizations which find their 

primary difference in their diagnostic testing strategies: the extent to which they make use of on-

line and off-line test execution. To execute on-line tests implies the need to dedicate part of the 

time to the testing activity and most important forces the usage of non-destructive diagnostic 

mechanisms in which the state of the system is preserved at the completion of the test. These 

limitations are overcome when off-line test execution is chosen, which  finds its drawback in the 

need to take off line the unit under test, thus requiring an higher level of redundancy.  

We started our analysis considering two fault tolerant architectures based on the use of Triple 

Modular Redundancy (TMR), one of the most common forms of masking redundancy in critical 

applications. The basic principle of TMR is to perform computations using three identical 

modules that, under fault-free conditions, produce identical results. A voting procedure 

determines the output of the system by performing a majority selection among the outputs of the 

modules. In this way random hardware/software failures in one module can be tolerated. 

On-line testing is used in a system designed upon the classical TMR structure, where each 

module alternates between operational and diagnostic activities. In order to allow off-line testing 

and still being capable to tolerating one fault an additional module must been added. This way the 

four modules can undergo offline diagnostic tests one at a time, while the other ones are 

completely dedicated to the operational activities.  

Purpose of our work is to compare the impact of the two different strategies on the dependability 

and performability properties of the two architectures and to understand under which conditions 

one outperforms the other. The execution of on-line testing (interleaved with application code) 

usually requires more time to complete than off-line testing and this may have serious 

consequences on the safety of the system (let’s think for example to the effects of an undetected 

combination of errors), nevertheless, on line testing is applied in parallel to all the modules of the 

system. In the extended TMR architecture, off-line testing allows us to stress a component in a 

shorter interval of time, but the other components do not have the same ‘protection’. For these 
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reasons, to analyze error latency as a function of the different testing strategies assumes a great 

importance. 

The rest of this paper is organized as follow: section 2 will describe the two hypothetical fault 

tolerant architectures in which the testing strategies are adopted. In section 3 we will describe the 

test techniques that can be applied to the internal components of the systems. Section 4 presents 

our approach to the modelling activity: the measures of interest and the way faults affect the two 

architectures. Section 5 concludes the paper. 

�� �$UFKLWHFWXUHV�GHVFULSWLRQ�
The first architecture we will consider (we will simply refer to it as TMR) is based on the 

triplication of a general-purpose computational unit (called channel). 

Each channel is composed of a computation unit, an input unit and an output unit and can be 

everything, ranging from a ‘small’ embedded system to a pc. In our analysis a channel will be 

considered as a computational unit with storage mechanisms (memories, possibly hard-disks), i/o 

devices, busses etc. The computation unit of each of three channels executes the same program 

consisting of application code, error detection and voting. 

Building a TMR would essentially involve a parallel execution of tasks on the redundant 

processors and synchronizing when necessary to perform a majority voting on processors' output 

or status. The typical architectures we consider ease this task because of the cyclic structure of 

the tasks schedule on each channel. Every cycle (of duration Tcycle) is composed by an operational 

fraction (Top) during which input-output, processing error detection and voting tasks are executed 

and by a test fraction (Ttest) when diagnostic tests are executed.  

 
 
 
 
 
 
 
 
 
 

)LJXUH���±�WKH�F\FOH�RI�WKH�705�DUFKLWHFWXUH�

 

The operational period can contain some internal mechanism (for example assertions, time-outs 

etc.) that can detect an erroneous condition. The period devoted to the execution of diagnostic 

tests is added so to speed-up the detection of errors (i.e. to reduce as much as possible the error 

and fault latency) and has also the beneficial effect to allow compensating for small variations of 
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the duration of the operational fraction. Devoting less or more time to the diagnostic test in each 

cycle allows keeping constant the cycle duration. The enlargement of the cycle duration due to 

diagnostic tests can be afforded in applications (like the railways ones) in which time constraints 

are relatively loose and tasks are managed by polling without any interrupt mechanism.  

If the voting mechanism detects an inconsistency of one channel with the others or if a test 

detects an error, the involved channel is excluded from the group.  

The reduction of the number of components decreases the fault-tolerant capabilities of the 

system. In a critical application it is necessary to restore the initial configuration and to re-gain 

the initial dependability properties. The whole process involves several steps: the exclusion of the 

faulty channel, the reconfiguration of the system for managing the 2/2 architecture, the insertion 

of the new channel, the alignment of the state with the active ones, and the reconfiguration for the 

2/3 architecture.  

On-line diagnostic tests are executed during a pre-assigned portion of each cycle and this has a 

great impact on the way tests are scheduled, on their frequency, their completion time and, by 

consequence, on their coverage. Moreover, another consequence of executing on line tests is that 

they must preserve the state of the system (memory, registers etc.). This limitation is very 

restrictive nevertheless it may be overcome by choosing proper architectural solutions. 

Let’s consider the March Test, a test for RAM memories, which does not preserve the memory 

cells content because of several writing operations. Even if destructive, it can be used for on-line 

diagnostics by partitioning the memory in a section subject to the tests and another section for the 

operational activity and by using a programmable Memory Management Unit to periodically 

swap the content of the two sections. This is not a general solution since it relies on 

characteristics of the element to be tested such as accessibility or physical availability, but it 

suggests an approach to allow the co-existence of diagnostic tests and normal operational 

activity: the increase of the redundancy degree (in our example, memory was, de facto, doubled 

so to separate the activities). 

This approach can be applied to any component of a channel, but it can also be extended to the 

channel as a whole (a proper cost estimation can give hints on the extent this approach can 

reasonably be applied to). This is the principle at the basis of the second architecture we will 

consider (in the following we refer to it as TMR-s) which differs from the previous one by the 

addition a new channel and by a different organization of the tests. 

In the TMR-s three channels are used in the classical tmr configuration while the fourth one is 

used as a cold spare. 
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Every cycle of the three channels in the TMR configuration is completely devoted to the 

execution of the operational code (Tcycle = Top) and no tests are executed at all. The spare channel 

is off-line and can be dedicated to the execution of tests. 

This solution appears to offer advantages such as: 

- the choice of test strategy is free from the limitation imposed by on-line execution: 

destructive tests can be easily adopted without requiring specific solutions; 

- the cycle time of the three active channels can be entirely dedicated to the operative code; 

- it is possible to execute preventive maintenance by periodically exchanging one of the three 

active channels with the spare one; 

- by exchanging an active channel with the spare one, the chance to execute software 

rejuvenation is offered. The spare channel can be reset before (or after) the execution of tests 

thus leaving the operative system and the programs in execution in a freshly new state; 

- if the voting mechanism detects an inconsistency of one channel with the other ones, it can be 

substituted by the spare channel with a ‘switch’ time shorter than in the TMR architecture. In 

fact the spare channel must not be totally devoted to the execution of tests. If tests are 

completed and the maintenance period is not expired the channel can be used as a warm 

spare. 

As we described so far, we have a TMR architecture that produces safe outputs until the voting or 

diagnostic tests detect the fault occurrence. Therefore, it is interesting to investigate if the delay 

or the limitation induced by the on-line execution may leave errors undetected and if this can 

produce an unsafe output.  
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On the other side, we have a TMR-s architecture in which only one channel is under test. In this 

case it is interesting to evaluate the safety properties of the three active taking into account that 

error detection is performed only via internal mechanisms and by the voting. Other questions are 

open about the proper setting for the preventive maintenance program, for example how often we 

must exchange one active channel with the spare one in order to be sure that the safety of the 

system is not prejudiced and the performance is not degraded, and if there are any differences in 

using the same test strategies in both the architectures in terms of safety or performance. 

Aim of this work is to describe an approach to a modelling activity in order to give an answer to 

these questions. 

�� 7HVW�VWUDWHJ\�
Aim of diagnostic tests is to check whether faults or errors have occurred on the system 

components possibly leading to system failure. 

Each diagnostic test is tailored to reveal a specific class of errors from which it is possible to go 

back to the fault that originated them. 

A detailed taxonomy of fault classes can be found in [1] where a lot of classification criteria were 

used like, for example, the domain, the phase of creation or occurrence and the duration of faults.  

The definition of a test strategy must take into account several aspects: the nature of the 

components to be tested, the characteristics of the faults and the need for state preservation. 

In the following we will describe some of the most common tests that are used to test the 

hardware components of a channel. 

���� 0HPRU\�WHVWLQJ�

Memory elements (both memory chips and memory elements inside other components, e.g., 

registers and caches in the microprocessor) are one of the most critical components from the 

point of view of reliability. The incidence of transient faults is very high, in particular, when 

high-density memory components are considered. 

Literature is rich of specific algorithms that have been exploited for memory chips [2]. In 

particular, when considering test of RAMs we can use solutions based on the following 

algorithms:  

- 0DUFK�algorithm proposed in [3], and extended to general memories in [4]. This algorithm 

tests predominantly static bit failures and guarantees the detection of all the permanent stuck-

at faults in the decoding circuitry, and of all the permanent stuck-at, transition, and coupling 

faults in the memory matrix. It destroys the previous contents of the memory nevertheless it is 



 7 

highly versatile since it does not make any assumption on the physical structure of the 

memory; 

- :DONSDWK algorithm, which detects static and dynamic bit failures, and cross-talk between 

memory cells; 

- *DOSDW� algorithm, which detects static bit failures and a large proportion of dynamic 

couplings. It requires test times on the order of n2 (where n is the number of bits in the chip); 

- $EUDKDP� algorithm, which is intended to detect all stuck-at and coupling failures between 

memory cells – it does not preserve the memory contents.� 

A lot of work exists in designing memory tests [2][5][6] optimized to detect a specific class of 

faults. The question is to evaluate how effective these tests are. In [7] the authors describe results 

of applying a large number of tests (with different stress conditions) to SIMMs containing 

DRAM chips. Form this work a family of tests derived from the GALPAT test resulted as the one 

with the highest coverage. �

���� &DFKH�WHVWLQJ�

For testing cache memories the algorithms used for RAMs test can be used, nevertheless features 

like the cache associativity, the block replacement logic, and the type of addressing introduce 

other problems which require proper adaptations. A good systematic approach to the problem of 

testing cache memories taking into account the mentioned problems is in [8]. 

���� 5RP�WHVWLQJ�

The test strategy for ROM memory, or for RAM with static data, can be easily reduced to the 

computation of a signature and to a comparison of the computed signature with the expected 

value stored in the memory itself. If aliasing effects are negligible, this solution is able to detect 

any permanent or temporary fault in the memory and in the decoding circuitry [9]. 

���� 3URFHVVRUV�WHVWLQJ�

When considering processing elements like CPUs or co-processors etc. the main obstacles are the 

lack of exact knowledge of internal structure and the access to internal pins. In these conditions 

the only solution to test them is to use a functional test or, in very rare cases, to use tests provided 

by the manufacturers (always taking into account the possibility to modify them on the basis of 

our purposes or operational conditions). With this approach an acceptable coverage of the 

processors can be attained; however, it is very hard to measure the test effectiveness. 

���� 7HVWLQJ�RWKHU�FRPSRQHQWV�

A channel can be composed of other components like I/O modules, ASICs etc. for which, 

because of commercial reasons, no structural knowledge is available. In this case, as for 
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processors, the only viable solution is to develop test procedures exciting the functionality of 

each component. 

 

From what we considered so far, it is clear that to define a test strategy means to choose the 

proper solution for each component and for each kind of fault we are interested to hunt for. This 

choice has a great impact on the dependability properties of the architectures they are adopted in.  

�� $SSURDFK�WR�WKH�PRGHOLQJ�DFWLYLW\�
Before proceeding with the modeling activity we need to properly define the system we want to 

model and the measures which allow a fair comparison of the two architectures.  

As we anticipated in section 2 the focus of our analysis is the evaluation of the safety and the 

performability properties of the two architectures. In order to do this, let’s start considering the 

definition of catastrophic event for our analyses and the way it occurs. �

What we are interested in is the comparison of properties of the two architectures and not their 

evaluation in an absolute way. This allows us to restrict our focus to the events that do not concur 

in the same way to the failure of the two architectures. For this reason a fault in the voting 

mechanism can be ignored: its effects are the same because we suppose to identically implement 

the voter. The same reasoning can be applied to common mode faults or to faults in the 

communication links. Common mode faults result from failures that affect more than one module 

at the same time, generally because of a common cause. They can be design faults or operational 

faults due to external (e.g. radiation) or internal causes. Conventional TMR voters are not able to 

detect this situation and to take appropriate actions, nevertheless, in our analysis, their influence 

can be ignored 

With these assumptions, the only cause of failure in both the architectures is the presence of two 

(or more) latent errors in two channels (originated by two distinct faults) which are activated 

simultaneously and produce an unsafe output, i.e. two equal erroneous outputs. 

Let’s try now to describe the way the two architectures behave as a function of the occurrence of 

faults (transient and/or permanent) and of the on-line/off-line test strategy adopted. For this 

purpose, we present two flow-charts describing the errors activation paths and their consequences 

on the outputs of the two architectures.  
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Our analysis relies on the following assumptions: 

- faults occur in the system with a rate Rf; 

- transient faults occur with a probability P, permanent faults occur with a probability (1-P); 

- every transient fault produces an error that remains latent for a period Lt ; 

- every permanent fault remains latent for a period Lpf and then generates an error; 

- every permanent fault produces an error that remains latent for a period Lpe ; 

- when permanent errors are activated, they start producing a sequence of errors with frequency 

Fc (conservative hypothesis). 

We suppose that every transient fault produces an error (immediate activation) and that a 
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permanent fault remains latent in the system for a certain time (Lpf) until it is activated. The 

activation of a fault generates an error that remains latent for a period depending on the nature of 

the fault. The purpose of diagnostic tests is to reduce as much as possible both fault and error 

latency by stressing each vulnerable component of the system, in other words, they are in charge 

to detect errors and discover faults that still have to be activated. If tests detect an error, the faulty 

channel is excluded from the system and substituted by a new one. This operation temporarily 

leaves the system in a 2/2 configuration in which safety may be negatively affected. When 

transient faults are adjudicated to be the cause of the error, the exclusion of the channel may be 

executed only after the unsuccessful execution of error/fault treatment techniques.  

Active errors affect the state of the system by definition and their detection is demanded to 

internal mechanisms and to the voting. If they succeed in this, the faulty channel is excluded and 

substituted. If internal mechanisms are unable to detect them we must consider the case in which 

more than one error is present. If they produce the same alterations in the output then the output 

of the voting is unsafe (this is a catastrophic event). If they produce different alterations the 

system recognizes the event and does not produce any output (safe output).  

In figure 4 we present the same flowchart for the TMR-s architecture. 
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Each channel alternates between two phases: active and spare. When a channel is active, faults 

will affect it as it is shown in figure 4. In this case, no diagnostic tests are executed, so the only 

way we can classify the output (safe or unsafe) is by considering if errors can be detected by 

voting, or by internal mechanisms, or not. If only one error occurs and it is detected then the 

channel is isolated, put under maintenance and substituted by the spare. 

A channel moves to the spare phase when one of the following events occurs: an error has been 

detected or it is its turn to get into the maintenance phase.  

When the maintenance period is completed, the spare channel is re-activated while a previously 

active channel is isolated and put in maintenance. If all the errors/faults have been detected by the 

tests, the flowchart of figure 4 can be used as it is, otherwise the initial state will have to be 

modified to take into account the undetected faults. 

These two flowcharts allow us to build some models from which several analyses can be done, 

like, for example, the impact of different test coverage degrees, different testing strategies or 

different maintenance politics on the occurrence of the catastrophic event. A key point in this 

process will be the proper definition of parameters like the faults occurrence rates, the tests 

coverage, the reintegration. 

�� &RQFOXVLRQV�
To cope with fault and error latency in control systems is an awkward task. The replication 

techniques may result inadequate for this purpose and internal detection mechanisms are often 

coupled with diagnostic tests in order to reduce such a latency. Different testing strategies can be 

adopted in function of the characteristics of the system and of the fault hunted for.  

In this work we presented two different architectural organizations, both based on the TMR 

scheme, in which on-line and off-line tests are executed. We presented some test strategies and 

the problems related to their proper definition. We described our intent to compare the 

dependability and performability properties of the two architectures by stressing the influence of 

the system configuration and of the adopted tests on error latency trying to understand the 

situations in which one outperforms the other. 

 
The paper will be presented by Andrea Bondavalli. 
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