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Abstract.  

To ensure the consistency of database subsystems involved in wireless communication systems, appropriate 
scheduled maintenance policies are necessary. However, the short-persistence of most of the data stored in the 
database and the highly dynamic evolution of the environmental conditions, which characterize such target systems, 
pose relevant issues in devising efficient maintenance policies. Aiming at deriving optimal maintenance strategies, 
this paper tackles the problem in two steps. First, a method is outlined to identify the most rewarding choice of 
audits frequency and combinations, given a setting for relevant parameters involved in the database of wireless 
communication systems (e.g., mean number of user calls and data corruption rates). Second, a learning approach is 
presented to dynamically adapt the maintenance policy at varying database and environmental parameter values 
leading to select, in each time period, the optimal maintenance policy. 

1. Introduction 

Wireless communication systems heavily rely on internal databases to keep trace of resource usage status and of 
users data for correctly setting up and managing user calls. Therefore, preventing such databases from run-time 
corruption is highly desirable to preserve required levels of reliability/availability for the entire system. In fact, data 
corruption may result in the delivery of a wrong service or in the unavailability of the service, with (possibly heavy) 
consequences on the quality of service perceived by users. Mechanisms to detect and recover from data corruption 
are then necessary; typically, audit operations are used, to perform periodic maintenance actions. Audits check and 
make the appropriate corrections according to the database status and the detection/correction capability of the audit 
itself. The kind of checks performed on the data to test its correctness highly depends on the specific application at 
hand, and on the system components and environmental conditions which determine the expected fault model. 

It is noteworthy to underline the specific characteristics possessed by such systems which have to be taken into 
account in devising approaches for their maintenance. The two main factors characterizing wireless communication 
systems are:  

- short-persistence of most of the data stored in the database (typically, of the same duration of the user call), 
and  

- the highly dynamic evolution of the environmental conditions (e.g., varying number of active calls) and the 
changes over time of the requirements and of the services offered from these systems.  
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Such factors impact on the definition of efficient maintenance policies to pursue adequate dependability levels.  
The former influences mainly the frequency of maintenance actions, which has to be significantly high to allow 

detection and recovery of corrupted data. The short time life of the data calls for very frequent execution of the error 
detection and correction procedures in order to avoid propagation towards (partial) failures. This feature does not 
change the nature of the maintenance problem, but reinforces the need of good solutions. In fact, as a consequence 
of their frequent execution, the necessity to optimize both the effectiveness and the frequency of maintenance 
actions is stronger than in traditional systems.  

The effect of the latter is that a proper maintenance policy cannot be identified once during system design and 
deployment and used for the entire system lifetime, but such a policy needs to be able to dynamically adapt to 
varying system conditions. Additionally, since the systems we focus on have to assure continuous availability, this 
adaptation has to occur at run-time, possibly without service interruption. This makes optimal maintenance almost 
impossible to obtain but still a desirable goal. 

This paper proposes an approach for the dynamic maintenance of wireless communication systems. The system 
structure we identify includes an audit manager component. It is in charge, on one side, of selecting an appropriate 
execution sequence of the available audits (i.e., a maintenance strategy against database corruption) based on the 
actual system conditions, and, on the other, of understanding when system condition changes require to modify the 
maintenance strategy to be applied and switching to a more rewarding behavior. 

The first task of our manager requires to balance between contrasting issues: high reliability/availability calls for 
frequent, deep-checking audits, while good performance in terms of accomplished services suffers from the 
diminished execution power because of audits. We have tackled this problem by identifying a methodology, 
supported by an automatic tool, to model and evaluate the relevant dependability attributes of scheduled audit 
strategies in order to derive optimal maintenance policies. The analytical modeling and evaluation is based on 
Deterministic and Stochastic Petri Nets (DSPN) [1] and is realized using the DEEM tool [2]. DEEM provides thus a 
support to help the on-line monitor identifying a proper tuning of audits in order to optimize system performance 
under given system and environmental conditions.  

For providing our manager the ability to perform its second task, that is how to make optimal choices of 
maintenance strategies that reflect the dynamic changes in the database and the environment, we are investigating 
Reinforcement Learning [3]. A learning approach is presented to dynamically adapt the maintenance policy at 
varying database and environmental parameter values leading to select, in each time period, the best maintenance 
policy available.  

The rest of the paper is structured as follows. Section 2 gives an overview of the assumed context, presenting the 
main characteristics of the target system and of the available audit policies. Section 3 deals with the optimal choice 
of audits frequencies/combinations when fixed environmental conditions are assumed. A few results are shown, 
relative to a simplified database scenario, which allow comparing the benefits of applying different maintenance 
strategies. Section 4 introduces the learning approach to optimal maintenance under dynamic environmental 
conditions. Conclusions are in Section 5. 

2. System Context 

Wireless communication systems, include a database subsystem, storing system-related as well as clients-related 
information, providing basic services to the application process, such as read, write and search operations. Data 
concerning the status, the access rights and features available to the users, routing information for dispatch calls, are 
all examples of data contained in the database. The database is subject to corruption determined by a variety of 
hardware and/or software faults, such as internal bugs and transient hardware faults. The occurrences of such faults 
have the potential of yielding to service unavailability. Because of the central role played by such database in 
assuring a correct service to clients, means to pursue the integrity/correctness of data have to be taken. 



With the term data audit it is commonly indicated a broad range of techniques to detect errors and recover from 
them. Both commercial off-the-shelf and proprietary database systems are generally equipped with utilities to 
perform data audits, such as [4, 5. 6]. We assume here that a set of audit procedures to cope with data corruption are 
provided, each characterized by a cost (in execution time) and coverage (as a measure of its ability to detect and/or 
correct wrong data). From the point of view of coverage, we distinguish between partial audits, characterized by a 
coverage lower than 1, and complete audit, which performs complete checks and recovery such that, after its 
execution, the system can be considered as good as a new one. An audit manager activates these audit procedures at 
pre-determined time intervals. The audit manager selects the part of the database to check/recover, the 
detection/recovery scheme to apply, and the frequency with which each check/recovery operation has to be 
performed. It is therefore responsible for applying the maintenance strategy to cope with database corruption and 
therefore preventing system unavailability. To set up an appropriate maintenance strategy, the audit manager needs 
some support for evaluating the efficacy of applying different combinations of the available audit operations. In 
Figure 2.1, the basic structure of the database subsystem and of the involved components is shown. 
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Figure 2.1. Structure of the database subsystem 

To fulfil real-time operation, dictated by the application context, a specific array-based implementation of the 
database is assumed, according to which all tables and records are stored contiguously in memory. Records of the 
database tables also include fields that are used to reference records belonging to other tables. Such reference fields 
(pointers) have a dynamic content. Whenever a call is set up, a set of linked records is inserted in the database; these 
records store all the data relevant for the establishment and management of the on-going calls. Records allocated to 
store the information on a specific call are released when a call ends. The specific set of relations that identify the 
linked structure of the database defines the dependency scheme. In general, different types of table dependencies 
may be present in the database; in this work we restrict to consider cyclic dependence only: a closed path linking 
several tables (i.e., a link exists between the last table and the first one). 

A pointer may fail in two ways: out of range, i.e., its value incorrectly assumes the value of a memory location 
outside the database tables, or in range, when it wrongly points to a location memory inside the tables space. In the 
first case, when the user call, originating the cyclic dependence affected by that failure, ends, an already free 
memory location is released while the record at the correct address becomes no more accessible (unless through 
another pointer failure). In the second case, instead, a wrong record is released, with possible catastrophic 
consequences on the current call, or on others concurrently running with it.  

The detection and diagnosis of out of range corrupted pointers are, of course, easier and less costly than for in 
range corruption (being the memory portion devoted to the database well known); thus, the treatment of such 
pointer failures necessitates of audits of different coverage and complexity.  



3. Modeling of Maintenance Policies 

A general methodology for modeling maintenance policies has been defined and detailed in [7]. It is structurally 
based on composing two smaller logical sub-models, to give a very high level representation of the overall database 
working. The first one, called Phase net, models the alternation between operational and audit phases. The second, 
called System Net, describes the dynamic evolution of the system, that is the process of generation of data structures 
and of their deletion (namely, when a call is set up or end, respectively) according to the applications behavior, as 
well as the failure/recovery process. This representation allows to handle separately the maintenance policy under 
evaluation (modeled by the Phase Net) and database structure and application behavior (modeled by the System 
Net).  

For the analysis purpose, the basic elements of the database are the pointer fields of the tables. In order to 
compact the basic information, one can represent in the same model structure the pointers belonging to database 
tables which: i) have the same failure rate; and ii) share the same audit operations, applied at the same frequency. 
We call the tables whose pointer fields share such characteristics as homogeneous set. More homogeneous sets 
compose the whole database structure to be investigated. The identification of the homogeneous sets has to be 
carefully performed in accordance with the set of maintenance policies to be analyzed. 

The applications working on the database are also modeled, and the events of system failure caused by 
processing of erroneous pointers at the end of a call are captured. In such way, relevant aspects of a database system 
can be investigated, like data integrity and performability like measures. 

3.1 Measures 

The important figures to evaluate are the unreliability [8] and the performability [9]. A reward structure that 
allows comparing different maintenance policies need to be defined according to the specific realization of the 
database: we use here, by way of example, a simple additive reward model. We assume that a gain G1 is 
accumulated for each time unit spent performing operational phases, and a value G2 is earned for each time unit 
while audit operations are in execution, with G1>G2, thus representing an overhead cost due to running the audit 
procedures.  Finally, a penalty P is paid in the case of failure, again for each time unit from the failure occurrence to 
the end of the mission.  

3.2 Modeling a Simplified Database Audit Scenario 

Analytical models, essentially based on Deterministic and Stochastic Petri Nets (DSPN) [1], which capture the 
behavior of the database in presence of scheduled maintenance are defined and evaluated by means of the tool 
DEEM [2]. Figure 3-1 (a) shows the simplified model of a homogeneous set: the place Pointers holds a number of 
token equal to the active calls. A corrupted pointer moves in the place Corr and after in Corr_out or Corr_in if it is 
corrupted out of range or in range, respectively. During the audit phases, a corrupted pointer can be repaired with 
coverage c (represented by the transition ok_in in Fig. 3-1.(a)) or not (represented by the transition no_in). For the 
sake of simplicity, in the figure, the links between a homogeneous set and the application model are not drawn.  
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Fig 3-1: A simplified Homogeneous set (a) and evaluated strategies (b). 

A simplified database audit scenario is described here and used as example. It consists of three homogenous sets, 
A, B, and C and of two cyclic dependencies, A^B and B^C. Thus, the set B, being shared by both dependencies, is 
the most critical and the corruption of pointers in it has a higher impact. B is also supposed to be more frequently 
checked than A and C because more accessed by the application. A set of audit procedures is also defined: 
procedure2 has the ability to detect and recover an out of range error in a dependency while procedure3 is more 
powerful: it detects and recovers an in range error. This power is paid in terms of execution time: procedure3 is 
slower than procedure2.  

On such database structure a few different audit strategies shown in Figure 3-1 (b) are defined and will be 
evaluated. Strategy (i) cyclically performs two operational phases interleaved with two audits ones. The audit phases 
always use procedure3 applied to dependence A^B first and B^C later. In strategy (ii) the first audit phase checks 
the entire database using procedure2 while the second phase uses procedure3. Strategy (iii) has 4 operational and 4 
audit ones. The 4 audit procedures are as follows: procedure2 is used to check dependence A^B, then procedure3 is 
invoked on B^C, further procedure3 is used on A^B and, finally, procedure2 works on B^C. 

Understanding the effectiveness of these strategies is not trivial at all without the help of analytical analysis. In 
fact, a lot of factors and parameters play a role in the database behavior: the most important are the mean duration 
of a call TCall, the duration of the procedures 2 and 3, referred here as TProc2 and TProc3, respectively, the pointer failure 
rate λ f, the duration of an operational phase TOp, the coverage c of the audit procedures, the probability p that a failed 
pointer is corrupted out of range (1-p is the probability of in range corruption), and the Time, at which the analysis 
has to be carried out.  

In the numerical evaluation reported here, we considered TCall = 5 min, TProc2=15 seconds, TProc3=30 seconds, 
λ f=5*10-8 errors per second, c = 0.95, p = 0.98, and Time = 5 hours. With regard to the reward structure, we 
considered G1=10, G2=5, and P=500 and we defined the unreliability as the probability of having one pointer failing 
in range failure, i.e. an ending application processes an in range corrupted pointer, or three accumulated out of 
range failures. Figure 3-2 shows a comparison of the performability and of the unreliability of the system at varying 
values of TOp for all the three strategies. 
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Figure 3-2: Performability (a) and Unreliability (b) at varying of TOp. 

Figure 3-2(a) shows the performability; for low values of TOp strategy (iii) is the best until TOp reaches 3 minutes, 
for higher values the best is strategy (i), while strategy (ii) is always the worst. Figure 3-2(b) shows the curves of the 
unreliability and we can see that all the strategies show very good values for low values of TOp. It is noteworthy that 
strategy (iii) has a high performability despite it has at the same time the worst reliability. This means that the 
advantages due to the shorter maintenance duration with respect to the others strategies outweigh the penalty due to 
a lower reliability. 

We performed also a sensitivity analysis wrt. the pointer failure rate and the coverage of the data audits. We 
observed that the performability is greatly affected by the failure rate having also different effects on how the 
strategies perform, so that the best strategy depends on its value. In general, this modeling shows interesting results 
in the identification of an optimal trade-off between the cost of the audit procedures and the gain of availability of 
the system and for a comparison among audit strategies. 

4. Towards an Optimal Maintenance Policy through the Reinforcement Q-Learning Approach  

In this Section, a reinforcement Q-Learning [3, 10], approach is suggested for a dynamic selection of the 
maintenance policy at varying database and environmental parameter values leading to select, at each given time 
period, the best maintenance policy. At first an overview is given on the reinforcement Q-Learning for an optimal 
behavior policy. Second, the suggested reinforcement Q-Learning approach is presented and discussed. Indeed, in 
this approach, an intelligent software agent must learn to maximize the performance (in our case in terms of 
performability and unreliability) of a wireless communication system using an appropriate maintenance policy. 

4.1 Overview on Reinforcement Q-Learning for an Optimal Behavior Policy 

Learning from interaction is a foundational idea underlying nearly all theories of learning. Indeed, whether a 
human is learning to drive a car or to hold a conversation, he is acutely aware of how his environment responds to 
what he does, and he seeks to influence what happens through his behavior. Thus, reinforcement learning is much 
more focused on goal-directed learning from interaction than other approaches to machine learning. Indeed, 
reinforcement learning is learning what to do (how to map situations to actions) so as to maximize a reward signal. 
The learner is not told which actions to take, as in most forms of machine learning, but instead must discover which 



actions yield the most reward by trying them. In the most interesting and challenging cases, actions may affect not 
only the immediate reward but also the next situation and, through that, all subsequent rewards. These two 
characteristics trial-and-error search and delayed reward are the two most important distinguishing features of 
reinforcement learning. 

One of the most widely used variants of reinforcement learning is Q-Learning. In this on-line reinforcement 
learning paradigm, the agent incrementally learns an action/value function Q(s, a) that it uses to evaluate the utility 
of performing action a while in state s. Q-Learning leads to optimal behavior, i.e., behavior that maximizes the 
overall utility (performance) for the agent in a particular task environment [11]. 

The agent and environment interact at each of a sequence of discrete time steps, t = 0, 1, 2, …. At each time step 
t, the agent receives some representation of the environment’s state, st ∈  S, where S is the set of possible states, and 
on that basis selects an action, at ∈  Α(st), where Α(st) is the set of actions available in state st. One time step later, in 
part as a consequence of its action, the agent receives a numerical reward, rt+1 ∈  R, and finds itself in a new state, st+1. 
The Figure 4-1 illustrates this agent-environment interaction from which an agent can learn, using reinforcement Q-
Learning, to maximize the reward leading to an optimal behavior policy. Thus, reinforcement learning allows an 
agent (the learner and decision-maker) to use its experience, from the interaction with an environment, to improve 
its performance over time. 
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Figure 4-1. Intelligent agent (Q-Learning) interacting with an environment. 

4.2 Investigations on Reinforcement Q-Learning Approach for an Optimal Maintenance Policy 

In its general form, reinforcement learning can be applied to learn a task from scratch; as a consequence, the 
learning process may require a prohibitively time-consuming amount of exploration of the state-action space in 
order to find a good policy. Even worse, in such situations intermediate actions chosen by the agent may result in 
very poor performance, especially in the first stages. As already said, wireless communication systems are 
availability critical; this implies that maintenance actions have to be performed so as to ensure a threshold 
performance level in order for the supplier not to incur in significant economical loss. Therefore, in our system, an 
agent with learns following a pure trial-and-error paradigm cannot be acceptable. 

Our suggested approach to dynamically adapt the maintenance policy at varying database and environmental 
parameter values by using reinforcement learning is depicted in Figure 4-2. In this approach, an intelligent software 



agent learns to select an optimal action among defined relevant actions, in each time period (Time), from the two 
following interactions: 

- interaction with the DEEM tool which evaluates a model of the real environment to predict a reward from a 
given state defined by a configuration of the relevant parameters, 

- interaction with the considered wireless communication system, the real environment, the behavior of which is 
sensitive to different configurations of the relevant parameters, for each value configuration of these relevant 
parameters corresponds a relevant state of the system. 

Then, this intelligent software agent is trained on-line, using reinforcement Q-Learning, to learn the optimal 
maintenance policy to maximize the reward gained from the system.  

However, having the learning process completely performed at run-time risks to expose the system to violation 
of the requirement on a minimum system performance, especially during the first period. A way to cope with this 
problem would consist in performing some offline training on the basis of (rough) a-priori knowledge on the system 
and environment conditions. With reference to wireless communication systems, such a-priori knowledge could be 
obtained, e.g., from previous experience with similar systems and from information on the users population in the 
area the system is called to work. Then, when the whole system is put in operation, the basic learning already 
acquired by the agent would help in issuing reasonably good actions towards the system in response to 
environmental changes. At the same time, the agent continuously exercises the DEEM tool, on the basis of the last 
fresh values of relevant parameters provided by the real environment at each Time instant, thus refining its system 
knowledge towards the identification of the optimal maintenance policy. It is noteworthy to underline in this 
solution the utility provided by the environment model offered by DEEM, both during the off-line and the on-line 
activity of the software agent. Especially on-line, it helps exploring the utility of different maintenance solutions on 
the basis of knowledge collected so far, and to issue the best answer to the real environment, exploiting the agent's 
knowledge on the real environment gained through the model. In this way, no exploration is done on the real 
environment, thus reducing the risk of actions negatively affecting the quality of service of the wireless 
communication system. 

 
Resorting to the same example the analysis in Section 3 is based on, main relevant parameters representing 

changes in the real environment are: i) the mean number of calls NCall (Parameter_0, in Figure 4.2), and ii) the 
pointer failure rate λ f (Parameter_1). The time durations of the operational phases, the given audit operations, or 
different combinations of the time durations of the operational phases and given audit operations can be defined to 
be the relevant actions. For instance, four different time durations, TOp, of the operational phases can be considered 
as the relevant actions (Action_0, Action_1, Action_2, and Action_3) among which the optimal one must be 
selected in each time period (Time). The system rewards evaluated by the environment model can be again mapped 
into performability and/or unreliability measures. 

The process of selecting a particular action for execution from a given set of possible actions depends on the 
current state of the real environment as well as the internal situation, Q values, of the intelligent software agent. For 
example, for a given state, S, corresponds Q[S][Action_0], Q[S][Action_1], Q[S][Action_2], and Q[S][Action_3]; 
then the maximal Q value determines the selection of the corresponding action, i.e., the optimal action. 

 
This approach is still under investigations, and a number of problems have still to be understood in order to 

finalize the study. However, the results obtained from these first investigations seem to be quite promising. In 
particular, the main advantages of the presented reinforcement Q-Learning approach are: 

- to keep under control both the early stage of learning, which is often deficient, and the random exploration of Q-
Learning, with benefits on the performance of the wireless communication system; 

- the ability of the intelligent software agent to reach the optimal maintenance policy is guaranteed by Q-Learning 
ensuring then the maximization of the performance (performability and unreliability) of the wireless 
communication system over its life-cycle, i.e., an efficient quality of service. 
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Figure 4-2. Intelligent software agent learning from interactions with the considered wireless communication 
system and DEEM tool. 

5. Conclusions 

This paper has addressed the problem of efficient maintenance policies in databases supporting wireless 
communication systems. Two main factors characterize these systems, which impact on the definition of efficient 
maintenance policies:  

- short-persistence of most of the data stored in the database (typically, of the same duration of the user call), 
and  

- the highly dynamic evolution of the environmental conditions (e.g., varying number of active calls) and the 
changes over time of the requirements and of the services offered from these systems.  

Aiming at deriving optimal maintenance strategies, this paper has tackled the problem in two steps.  
First, a method has been outlined to identify the most rewarding choice of audits frequency and combinations, 

given a setting for relevant parameters involved in the database of wireless communication systems (e.g., mean 
number of user calls and data corruption rates). Analytical models, essentially based on Deterministic and Stochastic 
Petri Nets (DSPN), which capture the behavior of the database in presence of scheduled maintenance have been 



defined and evaluated by means of the tool DEEM. A simplified database audit scenario has been defined, on which 
our modelling effort has been exercised to illustrate the practical utility of our approach. 

Second, a learning approach is presented to dynamically adapt the maintenance policy at varying database and 
environmental parameter values leading to select, in each time period, the optimal maintenance policy. The 
approach is still under investigations, and a number of problems have still to be understood in order to finalize the 
study. For example, one important issue to guarantee the success of the suggested approach is how to derive an 
efficient state space representation. Neural Network methods seem at the moment a viable solution to overcome this 
problem. Also, the integration of off-line training with the on-line refinement learning activity by the software agent 
has to be more deeply analyzed. The setting up of some (simplified) case studies for this approach would be also 
highly useful to better understand the adequacy of the approach in our context and its possible limitations.  

The results obtained from these first investigations seem to be quite promising and encourage going further in 
this direction. 

References 

[1] I. Mura, A. Bondavalli, X. Zhang and K. S. Trivedi. Dependability Modeling and Evaluation of Phased 
Mission Systems: a DSPN Approach. In Proc. of 7th IFIP Int. Conf. on Dependable Computing for Critical 
Applications, San Jose, CA, USA, IEEE Computer Society Press, 1999, pp. 299-318. 

[2] A. Bondavalli, I. Mura, S. Chiaradonna, R. Filippini, S. Poli, F. Sandrini, “DEEM: a Tool for the 
Dependability Modeling and Evaluation of Multiple Phased Systems”. In Proc. IEEE Int. Conf. on 
Dependable Systems and Networks, New York, June 26-28, 2000. 

[3] R. S. Sutton and A. G. Barto. Reinforcement Learning. MIT press, 1998. 
[4] D. Costa, T. Rilho, H. Madeira. Joint Evaluation of Performance and Robusteness of a COTS DBMS 

through Fault-Injection. In Proc. Int. Conf. on Dependable Systems and Networks, 2000, pp. 256-260. 
[5] G. Haugk, F. M. Lax, R. D. Royer, J. R. Williams. The 5ESS Switching System. Maintenance Capabilities. 

AT&T Technical Journal, vol. 64, n.6, 1985, pp. 1385-1416. 
[6] Oracle8 Server Utilities, release 8.0. Chapter 10, 

http://pundit.bus.utexas.edu/oradocs/server803/A54652_01/toc.htm 
[7] S. Porcarelli, F. Di Giandomenico, A. Chohra, A. Bondavalli, “Tuning of database audits to improve 

scheduled maintenance in communication systems”, Technical Report TR-13, IEI-CNR, Italy, 2001, also 
available on the WEB at http://dienst.iei.pi.cnr.it/. 

[8] J. C. Laprie. Dependability - Its Attributes, Impairments and Means. In Predictably Dependable Computing 
Systems, J.C. Laprie, B. Randell, H. Kopetz, B. Littlewood (Eds.), Springer Verlag, 1995, pp. 3-24. 

[9] J. F. Meyer. On Evaluating the Performability of Degradable Computing Systems. IEEE Transactions on 
Computers, vol. C-29, pp. 720-731, August 1980. 

[10] C. J. C. H. Watkins. Learning from Delayed Rewards. Ph.D Thesis, King’s College, May 1989. 
[11] R. Pfeifer and C. Scheier. Understanding Intelligence. MIT press, 1999. 


