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Abstract

Complex critical systems/infrastructures are becoming
more and more open and pervasive, so new diagnostic solu-
tions have to be identified in order to cope with the growing
complexity of the problem: how to provide resiliency basing
on unpredictable and unreliable environment?

As written by a 1st year PhD student, this paper illus-
trates a framework for system diagnosis, trying to identify
and address the relevant problems that need to be solved,
and thus constitutes a research flow for the development of
the PhD program.

1 Introduction

Diagnosis has a fundamental role in fault tolerant sys-
tems, being aimed at determining the cause of errors,
both location and nature [6]; the aim of this paper is to
sketch a diagnosis framework for complex critical sys-
tems/infrastructures that are:

• Large, open and pervasive, so individual nodes could
not even be aware of the entire system;

• Highly dynamic, especially in wireless context, so
nodes can suddenly join or leave the system;

• Non homogeneous, so nodes may be very diverse
one from the other (e.g. because of hardware, soft-
ware, performance levels, resiliency levels, services
provided connections, synchronization mechanisms);

• Made up by COTS and legacy sub-systems, so the
system designer has limited knowledge and control
over them (goodness of these large grained compo-
nents could be related to the quality of the service pro-
vided, rather than to the absence of faults).

Despite of the above features, complex critical sys-
tems/infrastructures are still required to run critical appli-
cations and deliver reliable services, being trusted and at-
tempting to survive both to failures and attacks; they should

also adapt to inevitably changing user/application needs, re-
source availability and system/component faults.

In complex critical systems/infrastructures as described
above, there could be violations both in the time domain
(e.g omissions, late timings) and in the data domain, both
consistent and inconsistent; among them, the Byzantine be-
havior represents the more expensive problem to deal with.

Despite all the issues mentioned above, the complex crit-
ical systems/infrastructures are supposed to provide timely
services, compliant with the requested QoS; therefore, some
problems have to be solved:

• How to provide resiliency, basing on unpredictable and
unreliable environment;

• How to keep nodes synchronized, taking into account
that some sort of synchronization is mandatory in order
to reach consensus (FLP impossibility result [4]);

• How to define the notion of “system state”, taking into
account the high dynamics and the large dimensions of
the system: it seems indeed that such a concept is no
more useful in this scenario!

A centralized diagnostic solution is clearly not the right
choice, because requires an external and very reliable di-
agnosis entity; such a centralized diagnostic entity should
gather and analyze all the detections performed (spending
time and communication resources), being therefore both a
single point of failure (from a reliability point of view) and
an obstacle toward system scalability.

This paper proposes a diagnosis framework where sys-
tem diagnosis is performed at run-time in a distributed way,
taking into account both the local and the global point of
view: each node has to diagnose both itself (local diagno-
sis) and other nodes (private diagnosis) based on the lo-
cal perception of their behavior; in certain moments of time
(e.g. when a serious malfunction is detected inside a set of
collaborating nodes) a distributed diagnosis is performed,
in order to reach consensus about the healthy status of that
part of the system (perhaps of the entire system). Some
problems have to be considered:



• the existence of wrong detections, due both to the im-
perfection of detection mechanisms themselves and to
the deviated perception of remote activities (e.g. be-
cause of communication problems);

• the presence of malicious faults, aimed to distort the
perception of the various system parts (e.g. a node
tries to persuade other nodes that a certain server is
congested in order to be the sole to gain its services);

• the cost of distributed diagnosis (despite of the use of
an authentication mechanism [5]).

2 The proposed framework

Diagnosis in complex critical systems/infrastructures has
to be performed over-time, observing the component/node
behavior over-time, collecting streams of data about er-
ror/deviation symptoms and filtering them in order to assess
the status of the monitored component/node or the extent of
the fault. The classic “one-shot” diagnosis, typically based
on syndromes, is not well suited for the job: it is not practi-
cal, as soon as an error is observed, to immediately diagnose
an entire component as “failed” and to trigger maintenance
operations devoted to repairing or replacing it1.

An adequate theoretical diagnosis framework was tack-
led in [3], where all the involved aspects were clearly iden-
tified and addressed:

Monitored Component (MC) is the system component
that has to be monitored (diagnosed); the healthy state
of the MC is obviously changing during its lifetime,
due to the faults (and the repairs) that can involve it.

Deviation Detection (DD) mechanism is the system com-
ponent aimed to detect whether the MC is properly
working or it is behaving unsuitably2 (erroneously).

State Diagnosis (SD) mechanism is the solution engine
for the diagnosis problem! The SD mechanism is fed
by the error (deviation) messages generated by the DD
mechanism.

The above diagnosis framework deals with two information
flows: one from the MC to the DD (the DD observes the
MC behavior) and the other from the DD to the SD (the SD
needs error symptoms coming from the DD); those infor-
mation flows can be managed in various way, varying from
a proactive approach to a reactive one.

1The classical example is the existence of transient faults, for which a
discrimination of transient of permanent faults is very beneficial [2].

2The MC could behave unsuitably because of the manifestation of an
internal fault, because of a change in the requirements of the entity that is
using the MC, or because of environmental conditions (e.g. overload) that
change the QoS provided by the MC.

The generality and modularity of the above framework
let it be applied to the following diagnosis scenarios: local,
private, and distributed diagnosis.

Local Diagnosis

Local diagnosis is performed by a node internally on local
resources/services, so MC, DD and SD are all inside the
same node (as depicted in Figure 1).

MC Monitored Component: “hidden” internal
state, “observable” external behavior

DD Deviation Detection mechanism: imperfect
coverage and accuracy!

SD State diagnosis mechanism: judgment about
MC internal state basing on imperfect infor-
mation
observation of external MC behavior
information about perceived MC behavior

Figure 1. Architectural view of the local diag-
nosis

Since the DD mechanism is very often not perfect (ac-
curacy and coverage are not 100%), the SD mechanism
has to filter DD output in order to judge whether the MC
is still beneficial for the system or it is better to sig-
nal it as “suspect” (possibly triggering some reconfigura-
tion/maintenance).

Private Diagnosis

Private diagnosis is performed by a node on a remote node,
based on its perception of the behavior of the remote node;
detection should be done exploiting both the functional
messages exchanged between the two nodes (as shown in
[9]) and some tests explicitly requested.

Figure 2. Architectural view of the private di-
agnosis performed by “Node A” on “Node B”

Figure 2 shows the private diagnosis framework, where
“Node A” is detecting and diagnosing a service performed
on the remote “Node B”; communication between the tester
node (“Node A”) and the tested node (“Node B”) is another
element that could (negatively) affect the perception of the
service.



Distributed Diagnosis

Distributed diagnosis is performed in a distributed way,
among a set of collaborating nodes, in order to reach an
agreement (Byzantine resilient) about the healthy status of
each node (Figure 3: each “Node i” has a different private
perception of the same remote entity “Node”!).

Figure 3. Architectural view of the distributed
diagnosis

Several existing protocols are available in order to imple-
ment distributed diagnosis [1] [7] [8], but all of them require
a lot of communication resources; the first step in order to
save resources is to try to limit the number of nodes involved
in the distributed protocol. Since some activities not always
have to involve the entire system, groups of nodes can be
defined. The existence of groups of nodes raises the prob-
lem of the membership management (e.g how to deal with
partitioning?), but every solution should be performed in a
distributed way (group leadership should be avoided).

Distributed diagnosis should be performed periodically
(the period should be clearly tuned), but some events could
request for a specific distributed diagnosis run, e.g. the
membership algorithm signals a new node entering in or ex-
iting from the group, or some node locally detect a specific
malfunction whose negative effects could not be limited to
their local environment. The request for periodic diagnosis
request could lead to DoS attacks, so specific countermea-
sures need to be applied.

3 Conclusions and future work

A conceptual framework for diagnosis in complex crit-
ical systems/infrastructures was presented and the relevant
problems were identified and addressed. Three diagnosis
scenarios were identified, covering all the local and dis-
tributed aspects of diagnosis.

Future work is indeed needed in order to solve the iden-
tified problems: how to manage groups of nodes, how to
reach agreement, when diagnosis has to be performed.

Acknowledgment

This work has been partially supported by the European
Community through the IST Projects CRUTIAL (Contract

n. 027513) and HIDENETS (Contract n. 26979).

References

[1] M. Barborak, A. Dahbura, and M. Malek. The consensus
problem in fault-tolerant computing. ACM Comput. Surv.,
25(2):171–220, 1993.

[2] A. Bondavalli, S. Chiaradonna, F. Di Giandomenico, and
F. Grandoni. Threshold-based mechanisms to discriminate
transient from intermittent faults. IEEE Transactions on Com-
puters, 49(3):230–245, 2000.

[3] A. Daidone, F. Di Giandomenico, A. Bondavalli, and
S. Chiaradonna. Hidden Markov models as a support for di-
agnosis: Formalization of the problem and synthesis of the
solution. In 25th IEEE Symposium on Reliable Distributed
Systems (SRDS 2006), pages 245–256, Leeds, UK, October
2006.

[4] M. J. Fischer, N. A. Lynch, and M. S. Paterson. Impossibility
of distributed consensus with one faulty process. J. ACM,
32(2):374–382, 1985.

[5] L. Gong, P. Lincoln, and J. Rushby. Byzantine agreement
with authentication: Observations and applications in tolerat-
ing hybrid and link faults, 1995.

[6] J.-C. Laprie and B. Randell. Basic concepts and taxonomy of
dependable and secure computing. IEEE Trans. Dependable
Secur. Comput., 1(1):11–33, 2004. Fellow-Algirdas Avizienis
and Senior Member-Carl Landwehr.

[7] J.-P. Martin and L. Alvisi. Fast Byzantine consensus. In Pro-
ceedings of the International Conference on Dependable Sys-
tems and Networks (DSN 05), DCC Symposium, pages 402–
411, Yokohama, Japan, June 2005.
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