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Abstract

This paper describes an experiment performed on Wide
Area Network to assess and fairly compare the Quality of
Service provided by a large family of failure detectors. Fail-
ure detectors are a popular middleware mechanism used for
improving the dependability of distributed systems and ap-
plications. Their QoS greatly influences the QoS that up-
per layers may provide. It is thus of uttermost importance
to equip a system with an appropriate failure detector and
to properly tune its parameters for the most desirable QoS
to be provided. The paper first analyzes the QoS indicators
and the structure of push-style failure detectors and then in-
troduces the choices for estimators and safety margins used
to build several (30) failure detectors. The experimental
setup designed and implemented to allow a fair comparison
of QoS of the several alternatives in a real representative
experimental setting is then described. Finally the results
obtained through the experiments and their interpretation
are provided.

1. Introduction

One of the most important differences between distrib-
uted and centralized systems is that distributed computa-
tions show partial failures, failures of one or more compo-
nents of the system that do not necessarily imply the failure
of whole system. This simple consideration explains the im-
portance of failure detection. Partial failures of the system
manifest as errors and have to be detected as the first neces-
sary phase of fault tolerance, in which the error is detected
to be subsequently confined, eliminated or corrected. Error
detection triggers also the identification of error-producing
faults (diagnosis), and therefore it should always be used to
allow successive fault treatment ([1]). The capability to de-
tect errors or component failures is at the basis of any strat-
egy or design finalized at attaining dependability through
fault tolerance.

When distributed systems are considered, the ability to
detect component failures is a qualifying feature. It distin-
guishes synchronous systems from asynchronous ones, as
shown in the seminal work of Fischer, Lynch and Paterson
([12]). Since [12] various proposals have been elaborated
such as [4, 19, 9, 7] which fill somehow the gap between
synchrony and asynchrony. These proposals differ in the
degree of precision of the detection of partial failures and in
the way this capability is expressed.

The distributed systems and algorithms community uses
the term failure detection, to signify the detection of the fail-
ure of a component of the system (node) or of the algorithm
(process). One of the most used approaches to failure de-
tection is based on unreliable failure detectors, introduced
by Chandra and Toueg in [4]; failure detectors are distrib-
uted oracles that provide hints (unreliable information) on
failures of the system. An asynchronous system equipped
with several kinds of unreliable failure detectors is a very
popular system model for distributed computations. In [4]
eight classes of failure detectors have been formalized and
classified according to the logical properties of accuracy
and completeness of the information supplied by the fail-
ure detector. The power of the failure detector used, in fact,
determines how much the system is constrained. While in
a pure asynchronous model subject to crash failures many
important problems such as consensus do not admit solu-
tion ([12]), the usage of unreliable failure detectors of at
least class ♦W permits to solve them [4].

The qualitative classification proposed in [4] can how-
ever be inadequate. The Quality of Service (QoS) obtain-
able at the application level is related to the QoS of the fail-
ure detector used; especially for applications with temporal
requirements we thus need quantitative evaluation of the
QoS of the failure detector. For this reason, in the last years
many studies on the quantitative analysis and evaluation of
the QoS of failure detectors have appeared. [5] proposed
some metrics related to the accuracy and the delay of de-
tection which are very useful to determinate the QoS of a
failure detector. It proposes also a failure detector algorithm

Proceedings of the 2005 International Conference on Dependable Systems and Networks (DSN’05) 

0-7695-2282-3/05 $20.00 © 2005 IEEE



(called NFD) and evaluates its QoS both analytically and
by simulation. In [2] a slightly different implementation of
NFD is suggested and evaluated in experimental settings.
[17] proposes to divide the time-out period of failure detec-
tion mechanisms in two parts, the predictor and the safety
margin. The same work uses traces of delays to analyze the
dependency between the expressions chosen to compute the
time-out and the QoS of a pull-style failure detector.

Another kind of studies is related to the relationships be-
tween the QoS of the failure detector and the QoS of upper
layer applications. An example is [6], in which the relation
between accuracy and delay of the failure detector and the
QoS of a typical consensus algorithm that uses it has been
studied. The more and more widespread diffusion of WANs
and ubiquitous connectivity are offering new opportunities
to define and deploy new distributed applications with re-
silience requirements. Such critical distributed applications
need to be properly supported by middleware mechanisms
as failure detectors. It becomes therefore of uttermost in-
terest to study the behavior of failure detectors operating
on WAN environments. WANs are more hostile environ-
ments than LANs, making more difficult to realize an ac-
curate and complete failure detection mechanism. Design-
ing applications on a LAN generally takes advantage of a
deeper knowledge of the infrastructure and of higher con-
trollability. WANs are characterized by longer transmission
delays and higher loss probability. WAN connections show
also bigger variability of both delay and loss probability due
to the many hops traversed in today packet switching WAN
technology. Moreover WAN-based distributed systems are
generally based on the use of an existing infrastructure of
COTS, whose reliability and availability may be unknown
and which are not under the designer control.

The objective of the research described in this paper is
to quantitatively assess the impact of different alternative
ways to compute the time-out on the QoS of a push-style
failure detection mechanism operating on WAN. In the pa-
per we present a modular failure detection algorithm (com-
posed of a predictor and a safety margin), the experimental
setup designed and implemented and the assessment of its
QoS using several (30) different time-out calculation meth-
ods. Here only crash failure detectors are considered; they
are the simplest, and most used, class of failure detectors.

The rest of the paper is as follow. In Section 2 we recall
the fundamental ideas about failure detectors; it introduces
the QoS metrics, the difference between FD algorithms and
describes the structure of the modular algorithm used in the
experiments. Section 3 describes the predictor and safety
margin alternatives chosen. Section 4 contains a descrip-
tion of the architecture of the experimental setup. Section
5 first describes the experiments performed for evaluating
the accuracy of the different predictors and then the experi-
ments performed and the results obtained regarding the QoS

of the failure detector combinations. Finally the conclud-
ing remarks, the lesson learned and future developments are
summarized in Section 6.

2. Failure Detection Mechanisms

This section describes first the fundamental metrics for
the QoS of failure detectors, then discusses the structure of
failure detector algorithms and finally introduces our mod-
ular, push-style failure detector.

2.1 QoS of failure detectors: fundamental metrics

The metrics commonly used to specify the QoS of a fail-
ure detector are those defined in [5]. In this paper the au-
thors propose metrics usable to quantify how fast and how
well a failure detector works: a failure detector can be fast
or slow in the detection of the failure of the process, and
it can be more or less accurate. To maximize the QoS of
an application it is important to specify clearly which are
the most significant characteristics of the failure detection
service for the application. Metrics of interest change de-
pending on the application. For example, the use of a fail-
ure detector as low level service of group membership ap-
plications implies that the most important metrics are those
related to accuracy rather than speed: a false positive de-
tection of the current coordinator whose consequence is to
trigger the election of a new coordinator is more expensive
and has a worse impact than a slower detection of a true fail-
ure. In other applications a quick detection of failures can
be more important, also if this implies more frequent false
positives.

The three base metrics for the QoS of a failure detector
are the following (Figure 1, [5]):

• TD (detection time): the time interval between the
crash of the process and the time in which the failure
detector starts to suspect the process in a permanent
way; this metric quantifies the delay of the failure de-
tector.

• TM (mistake duration): the time the failure detector
takes to correct a mistake; it measures the time interval
between an erroneous detection and its correction.

• TMR (mistake recurrence time): the time between two
successive mistakes.

To make a parallel with mechanisms and algorithms
in traditional diagnosis, TD quantifies the completeness,
whereas TM and TMR quantify the accuracy of a failure
detector. These metrics permit to define what is a good FD
and permit to tune a FD implementation in relation to the
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Figure 1. Base metrics for the QoS evaluation of a failure detector

most important metrics for the application serviced by the
FD.

From these three metrics many others can be derived, as
described in [5]; one of these is PA, the query accuracy
probability. PA is defined as

PA =
TMR − TM

TMR

It represents the probability that the output of the failure
detector is correct at a random time: it corresponds to the
classical availability concept.

2.2 The structure of failure detection algorithms

In this paper we consider processes connected through
fair lossy links, links that can drop messages, but that can
not create or duplicate messages (note that these are the typ-
ical characteristics of the UDP protocol). The fault model
we consider is fail-stop: the monitored process can only
stop working, and the monitor has to detect this class of
failures.

Time-out based failure detector algorithms, where one
failure detector monitors one process, can be classified es-
sentially according to two attributes: we can distinguish
push-style and pull-style algorithms ([11]), and the time-
out period can be constant or adaptive. Push-style failure
detectors are based on heartbeat messages; the monitored
process p periodically sends a new heartbeat message, and
the failure detector q uses these messages to establish if p

is alive. In pull-style algorithms the failure detector q sends
requests to p and it uses the response messages to detect p
crashes.

Pull-style is useful in applications in which the state of
the processes must be known only in some periods. If con-
tinuous control is pursued then push-style permits to ob-
tain the same quality of detection with half messages ex-
changed; for this reason push-style algorithms are gener-
ally considered better than pull-style for those applications
where the state of the processes needs to be continuously
monitored during the entire system life.

Both classes are usually based on time-outs; the time-
out can be a constant value, generally computed to obtain a
specified QoS, or be updated to adapt to actual network be-
havior. The behavior of a WAN usually changes with time;
the network can be congested in peak hours, and delay and
message loss probability can vary between work days and
weekends. An adaptive failure detector can automatically
change its time-out and for this reason it is generally con-
sidered better for WANs. A failure detector with constant
time-out is instead very useful in applications where spe-
cific QoS requirements such as a maximum detection time
T U

D need to be always guaranteed.

2.3 A modular adaptive push-style failure detec-
tor

Here a modular adaptive push-style failure detector,
based on adaptive computation of a predictor and a safety
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Figure 2. Temporal evolution of the failure de-
tector

margin, is considered. The predictor forecasts the expected
instant of time when the next heartbeat message should
be received; a safety margin is added to this prediction to
avoid or limit premature time-outs. Such algorithm is an
extension of [5] and [2]. In [5] the authors introduce the
NFD-E algorithm, that uses the mean as predictor and a
constant safety margin, whereas [2] proposes an algorithm
with variable predictor and safety margin, and in which also
the sending period is adaptable. We use different expres-
sions for the predictor and for the safety margin, keeping
the sending interval constant.

Let us consider two processes: p, the failure detector, and
q, the monitored process. For simplicity and clarity here we
assume that the clocks of p and q are synchronized and thus
a unique global time reference can be considered. In our im-
plementation, support for this assumption on synchroniza-
tion is provided by using the Network Time Protocol (NTP)
[14].

Process q has a cyclic behavior; every η time units
it sends heartbeat messages to p. Heartbeat messages
{m1, ..., mi, ...} are characterized by a sequence number:
an integer i, representing the cycle number of q in which
the message was sent.

To determine whether to suspect q, p uses a sequence of
time instants {τ1, ..., τi, ...}, called freshness points: τi =
σi + δi where σi is the sending time of the mi message
(σi = i · η) and δi is the chosen time-out for the i-th cycle.
Values for δi are computed as the sum of the predictor and
the safety margin: δi = predi + smi. p suspects q if, at
time t ∈ [τi, τi+1], it has not received a heartbeat message
mk with timestamp k ≥ i.

The arrival time Arri of the heartbeat mi can be ex-
pressed as (Figure 2):

Arri = σi + delayi = i · η + delayi

predi can thus be used to predict: Arri − i · η = delayi,

the delay of the i-th heartbeat message mi.
The safety margin is a value used to limit the occurrence

of false positive detections. The safety margin can be a con-
stant value, as in [5], where the authors set a value obtained
from QoS requirements and from probabilistic characteri-
zation of the network, or it can be evaluated in adaptive
dynamical way, as in [2]. Here we choose adaptive safety
margins, as illustrated in the next section.

3 Predictor and Safety Margin

The choice of the different predictors and safety margins
follows [17]; here we choose five predictors and six safety
margins.

3.1 Predictors

The choice of the predictors has been based on the will-
ingness to compare alternatives with different accuracy de-
gree. The accuracy of a forecasting method is usually esti-
mated using msqerr (the value of the mean square error be-
tween observed and predicted values). As it will be seen in
the next section, the different predictors chosen offer differ-
ent accuracy in the prediction and obviously different run-
time complexity.

Every predictor uses the list obs = [obs1, ..., obsn] of
the observed transmission delays of received heartbeat mes-
sages to obtain the next predicted value for the delay. Heart-
beat messages can be lost and reordered during transmis-
sion, and so this list may not be ordered according to the
sequence number of messages. The list obs contains only
information about those heartbeat messages that have ar-
rived to the failure detector. Suppose the j-th received mes-
sage corresponds to the i-th sent one, in this case we define
a function sq that maps the index of the received message to
the index of the sent one, i.e. sq(j) = i. obsj , the observed
transmission delay of the j-th received heartbeat message,
is equal to delaysq(j) = delayi. The following formula
holds for obsj values: obsj = delayi = Arri − σi.

As described in Section 2.3, the freshness point τk+1 is
computed at the beginning of the k-th cycle using predk+1

and smk+1, respectively the predictor and the safety margin
values.

The chosen predictors can be described by the following
expressions:

• LAST: the predicted value is the same as the last ob-
servation:

predk+1 = obsn

• MEAN: the predicted value is the mean of all observa-
tions:

predk+1 =

∑n
j=1 obsj

n
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• WINMEAN(N): the predicted value is the mean of the
last N observations:

predk+1 =

∑n
j=n−N+1 obsj

N

If n < N WINMEAN(N)=MEAN.

• LPF(β): the predicted value is the exponential smooth-
ing of the observations (low pass filter). Let errk =
obsn − predk be the difference between the last ob-
servation (obsn) and last predicted value (predk). The
new predicted value is obtained using the expression:

predk+1 = predk + β · errk =

= predk + β · (obsn − predk) =

= (1 − β) · predk + β · obsn

• ARIMA(p, d, q): ARIMA means AutoRegressive Inte-
grated Moving Average ([3]). ARIMA models are very
general; an ARIMA model can be expressed by the fol-
lowing system:

Φp(B)∆dZt = θ0 + Θq(B)at

in which B is the shift operator and ∆ is the differ-
ences operator:

BZt = Zt−1

∆Zt = (I − B)Zt = Zt − Zt−1

θ0 is a constant value, {at} is a white noise, Φp(B)
and Θq(B) are respectively autoregressive and moving
average components:

Φp(B) = 1 − φ1B − ... − φpB
p

Θq(B) = 1 − θ1B − ... − θqB
q

LPF is an example of ARIMA with (p = 0, q = d =
1).

3.2 Safety Margins

[17] considers and analyzes two different safety margin
types choosing one constant value for each. Here we con-
sider 3 different values for each of the 2 safety margin types,
obtaining six different combinations. The chosen safety
margin expressions are:

• SMCI : smk+1, computed as

smk+1 = γσ

√√√√1 +
1
n

+

(
obsn − obs

)2

∑n
j=1

(
obsj − obs

)2

where σ is the estimator of the standard deviation and
obs is the estimated mean of the observations.

• SMJAC : smk+1, computed, using the error commit-
ted in the last prediction |errk| = |obsn − predk|, as

smk+1 = φ (smk + α (|obsn − predk| − smk))

with α = 1
4 (as advised in [13]).

These two safety margins show a substantial difference
being SMCI dependent only on the network behavior (note
that in the smk+1 expression the predictor does not appear),
while SMJAC is highly dependent on the error committed
by the predictor used (that is on the accuracy of the predic-
tor). Three values were chosen for γ and φ (low, middle
and high), as shown in Table 1. Using a higher γ in SMCI

implies a higher time-out, independently of the predictor
used; instead, using a higher φ in SMJAC implies higher
time-out only in those cases where SMJAC is combined
with less accurate predictors.

4 Experimental Architecture

For the experimental evaluation of the QoS of the fail-
ure detectors described, NekoStat [10, 16] (an extension of
the Neko framework [18, 15]) was used. Neko is a tool and
a communication platform designed for testing and proto-
typing distributed algorithms. The algorithms realized us-
ing Neko can be executed either on a real network or sim-
ulated within the framework: the type of execution and the
networks on top of which the algorithm is executed can be
chosen in a configuration file. The Neko framework is writ-
ten in Java; the distributed algorithms implemented within
the framework are thus highly portable. Neko is a simple
and powerful tool to make prototypes of distributed sys-
tems: distributed applications can be tested and executed
on top of simulated and real networks, without any changes
in the application code. The properties directly assessable
using Neko are essentially qualitative. We therefore chose
to realize NekoStat, an add-on package for Neko, to per-
mit also a direct support for a quantitative evaluation of
performance and dependability of Neko-based applications.
NekoStat groups a set of tools that permit data collection
and statistical analysis of performance and dependability in-
dicators. The quantities of interest can be specified by the
user defining how to obtain the interesting measure from the

SMCI SMJAC

γlow 1.648 φlow 1

γmed 2.586 φmed 2

γhigh 3.31 φhigh 4

Table 1. Safety Margin Parameters
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Figure 3. Experiments architecture

events that characterize the distributed execution of the sys-
tem. Following the Neko philosophy, the tools are usable
both in real executions and in simulations of a distributed
system, without changing system implementation. Using
NekoStat is simple: after the application development (us-
ing the Neko framework tools), the user has to define the
events, the quantities of interest and a special class, imple-
menting the interface StatHandler. It translates distributed
events in quantities, either during the simulation or at the
termination of a real distributed execution.

The distributed system used in the experiments is com-
posed by two Neko processes (Figure 3): the Monitored and
the Monitor. The Monitor contains all the different failure
detector alternatives; as described in Section 3, 30 differ-
ent failure detector combinations have been defined. Figure
3 depicts also the NekoStat support classes that permit to
obtain the numerical evaluation. In these experiments FD
StatHandler receives events like Sent(mi), Received(mi),
StartSuspect, EndSuspect, Crash, and from these it ex-
tracts the values for TM , TMR, TD (the basic metrics de-
scribed in Section 2). The other NekoStat support classes in
the Figure are hidden in the NekoStat clouds ([10]).

To obtain a simpler, fair and complete evaluation of the
QoS metrics we used a special layer, called MultiPlexer,
performing a simple task: when it receives a new message
from the network, it immediately forwards the message to
all the components at the upper level. This layer permits
to feed directly the different failure detectors, guaranteeing
that they perceive identical network conditions, and thus is
the basis to fairly compare their QoS.

The introduction of the SimCrash layer is instead nec-
essary for the evaluation of the delay metric TD; this layer
permits to inject a crash of the Heartbeater layer and thus to
measure TD (remember TD is the time between a crash and
the start of permanent suspicion from the failure detector).

Predictor Parameters

ARIMA p = 2, q = 1, d = 1

LPF β = 1
8

WINMEAN N = 10

Table 2. Predictors parameters

SimCrash has two parameters:

• MTTC: Mean Time To Crash, the mean time between
a restoration of the process and the next crash; the
time to crash is then uniformly distributed in the range[

MTTC
2 , 3 · MTTC

2

]
.

• TTR: Time To Repair, a constant time between the
crash and the restoration of the process.

SimCrash can be used also for different experiments:
during crash periods it simply drops all the messages from
and to the network (the upper layers are thus isolated from
the distributed system and appear as crashed) whereas in
good periods it simply does nothing.

5 Experiment Execution and Results

This section describes first the experiment performed for
evaluating the accuracy of the different predictors intro-
duced and then the experiment performed and the results
obtained regarding the QoS of the failure detector combina-
tions.

5.1 Accuracy of the predictors

Before evaluating the QoS of the failure detectors, we
performed an experiment to assess the accuracy and to clas-
sify the different predictors chosen. This experiment was
performed on a simple Neko architecture, composed of only
two layers, residing on the same two hosts used afterwards
for the QoS experiment. In the experiment we collected
one-way transmission delays of None−way = 20000 suc-
cessive heartbeat messages; these delays were used as ob-
served values to assess and compare the accuracy of the sev-
eral predictors introduced in Section 3. msqerr, the value
of the mean square error of the prediction, was used as the
metric for accuracy. Smaller msqerr values correspond to
more accurate predictors.

As already explained in Section 3, ARIMA is a class
of predictors whose accuracy strongly depends on p, d, q.
So at first we identified the values in the space [0, 0, 0] −
[10, 10, 10], that maximizes the accuracy of ARIMA in
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terms of msqerr value. This selection was made using the
RPS toolkit library ([8]) and the resulting values, together
with the values chosen for the other predictors, are reported
in Table 2.

The chosen ARIMA model can be represented by the
following system:




Φ2(B)∆Zt = θ0 + Θ1(B)at

Φ2(B) = 1 − φ1B − φ2B
2

Θ1(B) = 1 − θ1B

where φ1, φ2, θ1 have to be computed dynamically dur-
ing the execution; for this experiment (and for the exper-
iments described later) they have been re-computed every
NArima = 1000 observations; in this way the model can
adapt to the variable condition of the network.

The msqerr values obtained for the predictors are re-
ported in Table 3, sorted in order of accuracy. The results
are slightly different from those obtained in [17], probably
due to the different connection type used: [17] considers for
the evaluation of the accuracy of the predictors a series of
round-trip times between two hosts interconnected through
the Brazilian research network, whereas an Italy-Japan con-
nection has been used here. ARIMA was however the most
accurate predictor in both cases.

5.2 Evaluation and comparison of the QoS of the
failure detectors

The experimental evaluation of the QoS of the failure
detectors was based on 13 different experiment runs on
a WAN connection between Italy and Japan: the process
Monitored ran in Italy (on a host connected to Internet with
ADSL), the Monitor ran in Japan (on a host connected to
the JAIST1 network). Some values characterizing the WAN
connection used in the experiments are reported in Table 4,
while Table 5 contains the values chosen for the application
parameters. As it appears clear from the Table, the WAN
connection Italy-Japan used is quite stable: the sample stan-
dard deviation and the loss probability are quite small.

1Japan Advanced Institute of Science and Technology

Predictor msqerr (msec)

ARIMA(2, 1, 1) 23.05

WINMEAN(10) 24.27

MEAN 43.82

LAST 44.45

LPF
(

1
8

)
46.05

Table 3. Predictor Accuracy

Mean one-way delay 211.3 msec

Standard deviation 7.6 msec

Maximum one-way delay 340 msec

Minimum one-way delay 192 msec

Number of hops 18

Loss probability <1%

Table 4. Characteristics of the WAN connec-
tion used in the experiments

Every run was based on NumCycles cycles of the failure
detectors. From the description of the experimental archi-
tecture and of SimCrashLayer it comes out that, in every
experiment run, NTD ≈ NumCycles·η

MTTC+TTR values for the met-
ric TD are collected; the chosen values for the parameters
permit thus to collect NTD ≈ 30 values in every run, suffi-
cient to achieve an acceptable statistical validity for the met-
ric. The value for TTR was chosen long enough to permit
to every failure detector to detect permanently the process
crash.

In Section 2 the assumption was made that the clocks of
the monitored process and of the failure detector are syn-
chronized (offset ∆pq = 0 and relative clock drift ρpq = 0).
To make this assumption valid in the experiments we have
used NTP-based synchronization; to obtain high accuracy
of the clocks with real time we used two separate NTP
servers (one in Italy, one in Japan). Synchronized clocks
are also necessary to obtain the TD metric, which requires
to consider distributed events on different sites (the simu-
lated crash of the process and the start of permanent detec-
tion from the failure detector).

Figures 4, 6 and 7 show the values obtained in the exper-
iment runs for the three QoS base metrics, respectively for
TD, TM and TMR. Figure 5 shows the values obtained for
T U

D , the maximum observed detection times, and Figure 8
shows the values of the derived metric PA. Interconnection
lines serve only for clarity, to connect the different values
obtained with the same predictor. The plots represent the
dependency of the QoS obtained for the failure detectors
upon the chosen safety margin and predictor. In all plots

NumCycles 10000

MTTC 300 s

TTR 30 s

η 1 s

Table 5. Experiment Parameters
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Figure 4. TD metric

on x-axis there are the six different safety margins; the left
side reports the values obtained with SMCI safety margins,
whereas the right side the values obtained with SMJAC ex-
pressions. An arrow that indicates the direction for better
values for the metric is included.

Figures 4 and 5 depict the delays TD and T U
D (the max-

imum observed detection time) shown by the 30 failure de-
tectors. The metrics are measured in milliseconds. The
plots show that using MEAN as predictor leads to the
longest detection delay; failure detectors using this predic-
tor obtained the worst values with both SMCI and SMJAC ,
and both for the mean detection time TD and the maximum
detection time T U

D . Besides MEAN being the worst pre-
dictor with all the safety margins, in the other cases the val-
ues obtained depend also on the choice of the safety margin.
The best mean detection time was obtained using LPF cou-
pled with SMCI , and using LAST coupled with SMJAC .
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Figure 6. TM metric

The most accurate predictor, ARIMA, obtained the best
values of the delay metric when using SMJAC . Looking
from the safety margin angle, it must be noted that the low-
est mean delay can be obtained coupling SMCI only with
LPF , whereas if SMJAC is used, several predictors allow
to get the shortest mean delay.

Figures 6 and 7 report the two accuracy metrics TM and
TMR. As in other evaluations of the QoS of failure detectors
in the literature, also in this case study the values obtained
for TM and TMR are strongly correlated: desirable higher
values for TMR are obtained only by paying higher TM .
Actually it is impossible to obtain at the same time the best
values for both accuracy metrics. For this reason it is impor-
tant to understand what is the most important characteristic
of the failure detector for the application level.

An interesting result to notice is that the use of a predic-
tor with better accuracy does not necessarily imply better
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accuracy for the failure detector; for example, the worst ac-
curacy results were obtained using ARIMA with SMJAC

(especially with SMJAChigh
). A key to obtain a good accu-

racy for the failure detector appears to be a proper combi-
nation of predictor and safety margin. Good choices are i)
a good predictor with a constant (or variable but not depen-
dent from the predictor errors) safety margin, or ii) a less
accurate predictor assisted by an adaptable safety margin,
that intervenes to correct the error in the forecasted values.
As it appears from Figures 6 and 7, good choices appear to
be ARIMA+SMCI or LAST+SMJAC . From the Figure
6 it appears also that this setting is suitable for applications
in which it is important to obtain a fast detection of the fail-
ure, but with a TMR of tens of seconds. If TMR needs to be
much higher (order of minutes or hours), it is necessary to
work on the safety margin by increasing it until the desired
TMR is reached.

A synthetic way to evaluate the accuracy of a failure
detector is the PA metric (a way of combining TM and
TMR). PA, representing the accuracy of the failure detector
through a unique value, provides a more compact indicator
but does not contain the same information available with
TM and TMR. A high value for this metric is desirable for
many applications in the same way as availability is more
useful for many systems than MTTF and MTTR. Figure
8 reports the values obtained for PA in our experiments.
The plots in it confirm some of the observations previously
made for predictor and safety margin choices. Again it must
be stressed that good predictors (like ARIMA) have to be
combined with safety margin independent from the predic-
tion errors: ARIMA provides the best values in the left
side of the Figure and values among the worst in the right
side. Again, looking from the safety margin angle, it must
be noted that good PA is obtained coupling SMCI only
with ARIMA whereas, if SMJAC is used, several predic-

tors allow to get good PA. In the experiment we can rank
them, LPF being the best, followed by LAST , then by
WinMean etc.

5.3 Final remarks

The results obtained in these experiments confirm that
a perfect solution for the failure detection does not exist.
Actually it is impossible to create a failure detection mech-
anism with the best accuracy and delay together, thus the
most convenient trade-off dependent on the desired charac-
teristics has to be set up.

Another interesting line for comparison is the complex-
ity in the realization and the overhead in the execution of the
different time-out calculation methods. Considering the di-
mension of the observations list as the natural dimension for
the problem, all the calculation methods seen have constant
execution complexity, O(1), though different complexity
for the realization. In this sense, a combination that can be
considered very effective is LAST + SMJAC . This com-
bination actually offers very good delay (the best value for
TD and for T U

D ) and good accuracy, being at the same time
the simplest to implement. The only drawback is the TMR

value, smaller than other combinations.

6 Conclusions and Future Works

The widespread diffusion of WANs and ubiquitous con-
nectivity makes the design and deployment of distributed
applications with hard resilience requirements a quite im-
portant market. At the same time WANs are a more hos-
tile environment than LANs, due to longer delays, higher
loss probability and bigger variance, that makes the realiza-
tion of accurate and complete failure detection mechanism
a tough challenge.

This paper described an experiment performed on Wide
Area Network to assess and fairly compare the Quality of
Service provided by a large family of failure detectors. The
universally most used implementation of a failure detection
mechanism, an adaptable push-style crash failure detector
composed of a predictor and a safety margin, has been con-
sidered.

An experimental architecture specifically set up for the
experiment, based on Neko and NekoStat, has proved very
useful for the fair experimental evaluation and comparison
of 30 failure detector alternatives. Useful indications on
how to obtain accurate and fast failure detectors on WAN
environments have thus been provided:

• The first result obtained is that using a more accurate
predictor for the time-out calculation method does not
necessarily imply better QoS for the failure detector.
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• Then these experiments confirmed that a perfect so-
lution for the failure detection problem does not ex-
ist. The experiments did not show a predictor and
safety margin combination that permits to obtain at
the same time the best accuracy and delay metrics, but
we found some combinations more accurate and some
other faster.

• Good choices for accuracy appear to be i) a good pre-
dictor with a constant (or variable but independent
from the predictor errors) safety margin, or ii) a less
accurate predictor assisted by an adaptable safety mar-
gin, that intervenes to correct the error in the forecasted
values. The same kind of result was obtained also in
previous works, here more evidence is provided for an-
other failure detector mechanism in another context.

• When also complexity in the realization, and the run-
time overhead in the execution of the different time-
out calculation methods are considered, the most ef-
fective combination resulting from the experiment is
LAST + SMJAC . This combination actually offers
very good delay (the best value for TD and for T U

D )
and good accuracy, being at the same time the simplest
to implement.

As an extension of this work we are now running further
experiments on different WAN connections, to understand
if and how these results can be generalized to other envi-
ronments. Planned activities will involve also mobile net-
works and environments. We intend to investigate failure
detectors to best support the deployment on ubiquitous in-
frastructures of new emerging distributed applications with
critical resiliency requirements.

7 Acknowledgments

Thanks to Peter Urban for Neko support during NekoStat
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