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Abstract
This paper deals with tolerance to timing faults

in time-constrained systems. TAFT (Time Aware
Fault-Tolerant) is a recently devised approach which
applies tolerance to timing violations. According to
TAFT, a task is structured in a pair, to guarantee
that deadlines are met (although possibly  offering a
degraded service) without requiring the knowledge of
tasks attributes difficult to estimate in practice. Wide
margin of actions is left by the TAFT approach in
scheduling the task pairs, leading to disparate
performances; up to now, poor attention has been
devoted to analyse this aspect. The goal of this work
is to investigate on the most appropriate scheduling
policies to adopt in a system structured in the TAFT
fashion, in accordance with system conditions and
application requirements. To this end, an
experimental evaluation will be conducted, based on
a variety of scheduling policies, to derive useful
indications for the system designer about the most
rewarding policies to apply.

1  Introduction

Many critical applications require both correctness
and timeliness. In these systems, called responsive
systems [ 4 ], fault tolerance measures are typically
employed, but restricted to the tolerance to faults in the
value domain. The usual approach to cope with timing
violations, instead, consists in preventing their
occurrence. For each task, a worst case execution time
(WCET) is determined, which is used by the scheduling
policy to assign (statically or dynamically) the adequate
amount of computing resources for the task to complete
within its deadline. With this form of prevention, the

compliance with timeliness requirements is guaranteed as
long as the assumptions about the WCET of the tasks are
verified. An accurate estimate of the task WCET is,
however, a difficult issue. Moreover, even when such an
estimate is known, it can result in an excessively
pessimistic value, which is only encountered by the task
in rare executions. Accepting such a pessimistic estimate
for the WCET may result in an over-dimensioning of the
time to be given to the task execution in most of the
cases. Tolerance to violations of such assumptions (seen
as faults in the time domain) would pave the way to much
flexible and efficient system structuring.

An attractive direction of pursuing tolerance to
timing faults is to couple the application task with an
exception handling mechanism to be executed in
exceptional conditions, to avoid a deadline violation of
the application code (that is, before the deadline violation
has happened). The TAFT (Time Aware Fault-Tolerant)
scheduling strategy [3], [10] has been recently developed
to provide a method for flexible and predictable execution
of tasks with hard timing constraints (no deadline
violations allowed) in presence of timing faults.

This paper contributes to the improvement of the
effectiveness of the TAFT strategy by conducting an
experimental evaluation of the behaviour of a variety of
dynamic scheduling strategies to schedule the tasks
designed according to the TAFT approach. The aim is to
provide the system designer with useful indications about
the most rewarding scheduling policies to adopt, in
relation with user requirements and system conditions. A
set of experiments have been carried on, based both on
representative hypothetical scenarios in order to analyse a
significant amount of system conditions, and on data
derived from an already developed application.

The rest of the paper is structured as follows. In
Section 2, an overview of the TAFT scheduling approach
is provided, and the open issues which motivated our



work are discussed. Section 3 is devoted to describe the
simulation environment and the figures of merits which
have been analysed. The first part of the evaluation,
concerning two hypothetical system scenarios, is
presented in Section 4, while Section 5 completes the
description of the experimental work by analysing a real
application structured in the TAFT fashion, which we use
to give an immediate flavour of the usefulness of our
work. Final remarks and conclusions are given in Section
6.

2  Overview of the TAFT Scheduling
Approach

The Time Aware Fault Tolerant Scheduling scheme
(TAFT) [3] was recently proposed as a structuring and
scheduling approach for dynamic real-time systems, in
which tasks can be submitted for execution, while
requiring a minimum guarantee of correct (although
degraded) service for tasks accepted for execution. It is
aimed to relax (to some extent) the need of providing a
precise estimate of the Worst Case Execution Time
(WCET) for each application task and to avoid depending
on the correctness of such an estimate in order to assuring
the fulfilment of real-time requirements. To this purpose,
a TAFT component is structured in a task pair (TP) [10],
made of a nominal part (TN) and of an exceptional part
(TX). TN represents the normal computation of the task,
while TX is an exception handling block which does not
execute any application code but actions to terminate the
TP in a controlled way, leaving data in a defined state and
without violating the deadline. To exemplify, TX can
simply stop the actions performed by TN for safety
reasons, possibly restoring the state previous to the
execution of TN to assure correctness, or just release the
actions performed by TN, if a significant, although
degraded, service has been completed by TN (like in the
case this last be structured in an incremental fashion, e.g.
following the imprecise computation model). A deadline
is specified for the whole TP. TN executes the normal
computation, while TX is executed in case of violations
either in the time or in the value domain (provided TN is
equipped with mechanisms to detect value errors); its
WCET is guaranteed if the entire component is accepted
for execution.

The task pair is described by a TP descriptor,
including a task descriptor for each task providing all
necessary information to the on-line scheduler, e.g. some
characterisation of the execution time, earliest start-time,
dependencies etc. The application programmer specifies
the two parts while he is writing the code of the process
itself having in mind the following semantics.

if( guarantee (TP, deadline))
{ try <TN> except <TX> end }

else // no guarantee

The basic idea was to execute TN only if all required
resources of TX can be reserved by the scheduler. This
guarantees that either TN or TX will be completed before
the deadline. Only the WCET of the TX must be known;
therefore, such a construction relies on the WCET
estimate of the TX. Because of the exception handling
nature of TX, without any application code execution, a
reasonably correct estimation of its WCET is possible.

The basic strategy for scheduling the tasks in such a
framework is to execute the exceptional part of tasks as
late as possible but with maximum priority. This means
that the exceptional parts are planned in a ‘time triggered’
way and that they are non-pre-emptive. The nominal part
of tasks are then executed before the corresponding
exceptional part and get as deadline the starting time of
the corresponding TX. Only if TN does not successfully
complete, because of either a value or a timing fault, TX
is run. On the contrary, if TN succeeds, TX  is not
executed. The nominal parts can be scheduled with a pre-
emptive scheduling policy without affecting the
correctness of the entire framework.

void TP1(deadline) {
if( guarantee(TP1, deadline))

{try TN1() except TX1()}
else // no guarantee}

void TP2(deadline) {
if( guarantee(TP2, deadline) )

{try TN2() except TX2()}
else // no guarantee}

Tx1 Tx2TN1 or TN2
time

 
 
   

ST(Tx1)            ST(Tx2)

DL(TP1) DL(TP2)

TN2

Figure 1:  Simple strategy for scheduling Task
Pairs

Figure 1 sketches the timing execution of two
independent Task Pairs TP1 and TP2 running
concurrently (neglecting overheads for run-time system
activities like guaranteeing tasks, switching of threads,
etc.). The scheduler places TX (TX1 and TX2) as late as
possible with respect to their deadlines (DL) by reserving
processor time on a time axis. Then, TN1 and TN2 are



scheduled before the corresponding TX , applying an
arbitrary, possibly pre-emptive, policy. If TN1 does not
terminate before start time (ST) of TX 1, TX1 starts
execution. If TN1 succeeds, i.e. TN1 terminates before
ST(TX1), TX1 is removed from the scheduler’s plan.

It is worthwhile remarking the main advantages
offered by this structuring of the TP:

 - it becomes possible to accept more tasks because
acceptance is not based on guaranteeing WCETs

- deadlines are still met.
In most real-time systems, critical tasks are usually

dealt with by resorting to a guarantee strategy, which
provides assurance of timely execution. This same
mechanism is adopted for the exceptional part of the TP:
a time-window for the execution of the exceptional part is
assigned, as close as possible to the deadline of the TP.
This guarantees that at least the minimal amount of
actions required to safely complete the task are
performed.

The nominal part of the TP, instead, being not
critical for a successful execution of the TP, can be
managed in a more flexible fashion. No estimation of
WCET is required for them, and their scheduling is, in the
general case, dynamically executed. For instance,
dynamic schedulers such as EDF can be employed to
maximise processor utilisation, or best-effort based
scheduling mechanisms can be applied towards system
optimisation. However, the benefits for the system
deriving from the execution of the nominal part are higher
than in case of execution of the exceptional part (a service
of higher quality is delivered). From this observation, it is
evident that it is highly desirable to pursue the execution
of nominal parts as much as possible, by appropriately
choosing policies for their scheduling. As a beneficial
side effect, a clever scheduling that completes many
nominal parts will be able to get back the time that had
been reserved for the execution of the corresponding
exceptional parts. Therefore, smart scheduling of TN is
crucial to obtain the most from the TAFT scheme. This is
what this paper deals with.

3  The simulation environment

The impact of using specific dynamic scheduling
strategies to accommodate the execution of the nominal
parts has been evaluated through a simulation approach.

A Monte-Carlo simulator has been set up [9], which
generates workloads composed of periodic and aperiodic
tasks. Tasks are structured in the TP fashion; the
distribution of their execution times is assumed to be
known, and a number of distributions have been
implemented in the simulator to generate the execution
times for TN and TX. To exploit the usage of the TP in a
variety of timing violations situations, also infinite

support distributions have been used to generate
execution times for TN (e.g., exponential and normal).
Among others, the case where the WCET of TN is not
known  and that where software faults cause infinite loops
are fully represented. Execution times for TX have been
always kept bounded by the difference (deadline - release
time) of the corresponding TP to allow the guaranteed
execution of TX, as implied by the TAFT approach. A
value structure has been defined to capture the different
criticalities of the TP, namely quantified values have been
associated to the correct/incorrect execution of the
nominal part [1] (respectively, gain and penalty) and to
the missed execution of the entire TP (a loss, only for
aperiodic TP, when their exceptional parts cannot be pre-
allocated).

The system workload, composed of both periodic
and aperiodic tasks, has been distinguished in nominal
workload and exceptional workload, with the latter kept
significantly smaller than the former. Several system
workloads have been considered, to fully explore the
behaviour of the scheduling strategies (including the
highly interesting case of system overloading conditions).
The exceptional workload of periodic tasks is statically
known and always totally pre-allocated by the simulator.
The policy chosen for accepting aperiodic TP is that, at
the time the request of execution is generated, there is
enough spare execution time available (that is, not already
reserved to the execution of other TX) to guarantee the
execution of its TX. This choice seems quite reasonable
in the context of the TAFT approach: if a task is accepted,
its execution has to be guaranteed, at least its exception
handling part. The simulator implements the resource
reclaiming feature: in case of non execution of a TX
because the corresponding TN completes successfully,
the simulator deallocates that TX and makes available the
reclaimed computing resource to other tasks.

A number of dynamic scheduling strategies [2] for
TN have been selected and implemented in the simulator,
namely EDF, Least Laxity First (LLF), Background (Bg),
FIFO, and value based scheduling algorithms
(specifically value density, DS, and a set of other priority
algorithms based on maximum gain, minimum penalty
and maximum |gain-penalty|). In the experiments carried
on and analysed in this paper, the scheduling algorithms
used are restricted to EDF (which chooses tasks according
to the imminence of their deadlines), LLF (which assigns
the highest priority to tasks with smaller laxity), DS
(which assigns priorities according to the reward obtained
from the task execution per unit of time), and the
algorithm called Value, which represents the other value
based algorithms, since in the scenarios considered these
last always show the same behaviour. These algorithms
work assuming independent tasks, i.e., precedence
constraints are absent, and resorting to pre-emption



whenever a task with higher priority is released (typically,
the request of execution of a TX). System overheads
involved by these algorithms have been neglected in the
ensuing experiments; a bound for them has to be
definitively known in a real scheduling process.

Finally, the figures of merits under which the
selected scheduling policies have been compared are as
follows. For the kind of systems hypothesised in this
work, the main interest is in maximising the cumulated
reward [5]; however, to better grasp the differences
among the scheduling policies, other measures have been
identified and evaluated. In detail, the performance of the
simulated scheduling strategies have been evaluated
through:

1) a measure, which we call relative reward,
determined as the ratio between the average cumulated
reward and the maximum reward which would be
obtained by the system in an ideal execution where all the
TN of TP whose requests arrive to the system are
executed;

2) the probability P(TN) of execution of TN;
3) the probability P(TX) of execution of TX;
4) the probability P(~TP) that a whole TP is not

accepted for execution.

4  Analysis and Comparison of Scheduling
Strategies

In this first part of the evaluation, the usage of the
considered scheduling algorithms is analysed in two
hypothetical system scenarios, to explore the interplay of
these algorithms in a significant range of system
conditions. Both periodic and aperiodic tasks have been
experimented. Because of the requirement on pre-
allocation of the whole exceptional periodic workload, the
proportion between periodic and aperiodic tasks has not
been kept constant: at low workload, aperiodic tasks
account for about 40% of the whole workload, becoming
about 30% in overloading conditions. For this same
reason, also the proportion of exceptional load wrt. the
total workload is subject to some variations, ranging from
about 25% at low loads, to about 17% when the
maximum overloading is reached. In the figures, only the
nominal load is specified.

To complete the specifications of the simulation
parameters adopted, all the results in this Section have
been obtained with 90% confidence level, within interval
relative half-width of at most 10%.

4.1  Scenario 1

In this scenario, all the tasks have similar criticalities,
i. e., equal values for the attributes gain, loss and penalty
(we say they are anonymous tasks; numerically, the value

1 has been used for the value parameters). In this setting,
the EDF and the Value algorithms show the same
behaviour, since in case of tasks having the same value
attributes, Value chooses on the basis of deadlines
(closest deadline first, as EDF does). Therefore, in the
pictures pertaining this scenario only one plot is drawn
for both of them.
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Figure 2: Relative reward (a) and P(TN) and P(TX)
(b), in Scenario 1 with uniform distribution

Figure 2 shows the relative reward (a) and the
probability of execution of TN and TX (b), in the case of
execution times generated according to the uniform
distribution (on several intervals, but such that the
generated execution times for TN are never greater than
the difference between the request time of TN and the
release time of TX ). The first observation is that the
corresponding plots in the two parts of the figure have the
same trend: because of the equal number assigned to the
value parameters, the higher is the number of TN
executed and the higher is the reward for the system.
When the workload is low, all the scheduling policies
have approximately the same behaviour: almost all the
nominal parts are executed, and the probability of
rejecting tasks is zero. As expected, EDF ranks as the
algorithm which performs the highest number of TN as
long as the total workload remains below 1. In



overloading conditions (right end of the figures) instead,
EDF heavily degrades (many TN deadlines are missed),
while DS results the best (its preferred choice is for tasks
having the shortest execution time, hence succeeds in
executing an higher number of TN). LLF is always
overrun, by EDF first and by DS in the second half of the
figures. However, in overloading conditions, its
behaviour is better than that shown by EDF. Obviously,
for the given setting of the value parameters, the Value
algorithm is among the worst. Actually, Value is
structurally inappropriate in this context: the main
parameters (the value ones) on which the algorithm
makes its selection are totally irrelevant.
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Figure 3: (a) P(TN) and P(TX) and (b) P(~TP) in
Scenario 1 with infinite distributions

Figure 3 shows results relative to the case when
infinite support distributions are used. Comparing Figure
3(a) with Figure 2(b), it can be immediately appreciated a
worsening shown by all the scheduling algorithms. In
fact, the execution time of some TN becomes longer than
the time between their release time and the starting time
of the corresponding TX, these TN miss their deadline
with the consequent execution of TX. The execution of an
increased number of TX (and the waste of resources used
for the unsuccessful execution of a number of TN),

reduce the amount of computing time available and,
consequently, an higher number of aperiodic TP have to
be rejected. The worsening of the quantities under
evaluation wrt. the use of finite support distributions
solely is especially manifest for workloads up to around
1; in overloading conditions algorithms markedly degrade
anyway. As in the previous case, at the beginning EDF
has slightly better figures, however, the overall better
behaviour is still shown by DS, especially for what
concerns the probability of not rejecting tasks.

4.2  Scenario 2

In this scenario, tasks of different criticalities are
considered, with a constant ratio gain/penalty. Figure 4
depicts the plots of the relative reward obtained in case of
uniform distribution only (a), and in case of uniform,
exponential and normal distributions, setting the ratio
gain/penalty = 3.
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Figure 4: Relative reward in Scenario 2 - finite
distributions (a), and infinite distributions (b).

For the same reason already commented in the
previous scenario, the usage of infinite support
distributions leads to a worsening of the reward for all the
scheduling algorithms. In this scenario, where different
values have been assigned to the parameters representing
the reward obtained, the Value algorithm is fully
competitive with DS, especially in the case of an higher
exposure of the system to timing faults (part (b) of the



figure), where both of them rank at the highest position.
The overall behaviour of the other algorithms does not
differ much from the previous scenario.
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Figure 5: P(TN ) and P(TX) (a) and P(~ TP) (b), in
Scenario 2 with infinite distributions

Figure 5 shows the plots for the probabilities of
execution of TN and of TX (a) and the probability of
rejection of TP (b), in case of non-anonymous TP
allowing infinite distributions. By showing the same
indicators, it can be compared with Figure 3. From such a
comparison, again, it can be appreciated the improvement
of the Value scheduling algorithm, which shows the same
behaviour as DS.

5  Experiments based on the GMD-Snake
Application

This second part of the evaluation considers a
population of tasks derived from a real application, the
GMD-Snake, to verify the applicability and usefulness of
our study in a real case.

The GMD-Snake is a highly flexible robot prototype
developed at GMD [6], [8], which resembles in the
movements a real snake (ability to move on rough
surfaces, to cross obstacles and to creep into areas
difficult to reach). The intended application for this robot
is the inspection of tubes. The GMD-Snake consists of a
number of equal sections that are plugged together, plus a

special head element, and resembles to a real snake both
in the aspect and in the movements. Each section is
equipped with two motors, two angle sensors and two
tactile sensors. All the sections are connected via the
CAN-Bus with a VME-Bus-computer where the control
software is run. Each section has a CAN-Bus-Interface, a
small controller, called SLIO, which is able to receive and
react on CAN-messages. The software controlling the
snake consists mainly of six periodic application tasks,
which allow the robot to: a) move forward; b) turn; c)
creep over a wooden barrier, and d) turn head to the light.
To provide high availability in the presence of failures,
the tasks controlling the movements of the snake have
been structured according to the TAFT approach. A brief
description of the snake application tasks is given.

TP_1: calibrator. This task sends a calibration
message over the bus to keep the CAN-bus SLIO
sensors/actuators alive. It is the most critical task in the
set. Its TX task just releases the CAN-Bus;

TP_2: global time. This task keeps the local time
synchronised with the global time. This operation is
necessary to synchronise the involved controllers. Its TX
task just releases the CAN-Bus;

TP_3: reading the head sensors. This task reads the
sensors to know the orientation of the head of the snake.
Its TX task just releases the CAN-Bus;

TP_4: broadcast.. This task sends broadcast
application messages in time-slots allocated by the
communication servers. Its TX  task just releases the
CAN-Bus;

TP_5: communication server. This task allows
communication servers on each of the involved
controllers to negotiate time-slots. Its TX  task just
releases the CAN-Bus;

TP_6: motor move. This task controls the activation
and the de-activation of the motor which allows segments
to move. The StartMotor is implemented in the TN, while
the StopMotor constitutes the TX.

All the tasks are periodic, and their characteristics
are summarised in Table 2, where: P indicates the period,
ETTN and ETTX indicate respectively the execution time
of TN and TX, for which the distributions are reported
(U[x,y] meaning uniform in the interval [x,y], and E(z)
meaning Exponential with λ=z). Timing measures are
expressed in ms. In the following, the simulation results,
obtained with 95% confidence level, within interval
relative half-width of at most 5%, are shown. In absence
of aperiodic tasks, P(~TP) is always zero, and P(TN)+
P(TX)=1; therefore, in the tables, only P(TN) has been
reported. Moreover, the value structure associated to each
TP is simplified, being the attribute loss associated to the
missed execution of aperiodic tasks not meaningful in this
case.



Table 2: Characteristics of the tasks of the GMD-
Snake.

TP P ETTN ETTX Deadline Gain Penalty
1 40 U[1,2] U[.5, 1] 4 100 -100
2 320 E(.5) U[.5, 1] 8 20 0
3 80 E(.25) U[.5, 1] 12 10 0
4 80 E(1) U[.5, 1] 4 10 0
5 80 U[4,6] U[.5, 1] 8 50 -20
6 80 E(.17) U[2,4] 36 30 -5

Table 3 shows the results obtained for the relative
reward. In the first column, results determined using the
setting in Table 2 are reported, while the results in the
next three columns are based on a few truncated variants
of the exponential distribution.

Table 3: Relative reward

Relative Reward

exp. exp.
 95%

exp.
90%

exp.
85%

exp.
80%

EDF 0.6626 0.6778 0.6789 0.7046 0.7055

Value 0.7829 0.7846 0.7854 0.7879 0.7885

DS 0.7836 0.7870 0.7880 0.7932 0.7941

LLF 0.6532 0.6680 0.6690 0.6944 0.6953

Let ETx be the variable representing the execution
time of a task x. Then, exponential truncated z% means
that a time T by which P(ETx<=T)=.z is first determined,
then P(ETx>T) is uniformly distributed in the interval [0,
T] and multiplied to the pdf of ETx in the interval [0, T].
It can be observed that the algorithms DS and Value are
those performing better and, as expected, the figures
obtained improve by decreasing the percentage of
truncation of the exponential (since the lower is the
truncation percentage and the higher is the amount of
long execution times discarded).

In Table 4 values of P(TN) are reported, again for a
variety of exponential distributions. First of all it has to be
noted that, although the system load is quite low, tasks
executions are concentrated in short windows with a few
overlapping deadlines; this leads to miss a number of TN
executions, with a consequent P(TX)>0. EDF has the
highest percentage of completed TN  among the
considered scheduling algorithms. Value and EDF, which
obtain the highest relative reward (Table 3), have here the
lowest values: this is again an evidence that the choice of
the best scheduling policy to apply also depends on
specific application requirements, such as maximum
cumulated reward, or least exceptional results in case
accurate values are expected from the accepted tasks.
Moving from the exponential to truncated variants, all the

algorithms improve for the same reason already explained
when commenting Table 3.

Table 4: Probability of execution of TN

P(TN) - Probability of execution of TN

exp exp
95%

exp
90%

exp
85%

exp
80%

EDF 0.7522 0.7632 0.7663 0.7827 0.7859

Value 0.5692 0.5726 0.5751 0.5791 0.5824

DS 0.6428 0.6496 0.6525 0.6627 0.6658

LLF 0.7228 0.7331 0.7357 0.7514 0.7546

6  Final remarks and conclusions

This paper offers a contribution in the framework of
tolerance to timing faults in time-constrained systems.
Moving from a promising approach in this context, the
recently proposed TAFT scheduling approach which
structures tasks as task-pairs to guarantee that deadlines
are met (although with a degraded quality of service)
while avoiding the knowledge of tasks attributes (e.g., the
WCET) difficult to estimate in practice, an experimental
evaluation has been conducted to investigate on the most
appropriate scheduling policies to adopt in a system
structured in the TAFT fashion.

A significant range of system conditions have been
analysed, including a realistic application scenario,
simulating the operation of a variety of dynamic
scheduling strategies and comparing their behaviour
under appropriate figures of merit. Although limited to
the specific settings used in the simulation, the
experiments performed have given evidence that in
applications structured according to the TAFT approach
the choice of the scheduling policy for the TN has to be
carefully made in order to obtain the best performance or,
in general, optimise the user requirements. From the study
performed, useful indications can be derived for a system
designer about the most rewarding choice in selecting the
scheduling algorithm, in accordance with system
conditions and application requirements. Summarizing
from the experiments reported, the considered scheduling
algorithms are mainly sensitive to: a) the system load, and
b) the criticality of the tasks. As long as tasks are not
critical and the system load remains below 1, the EDF
policy shows better figures in terms of probabilities of
both executing TN and not rejecting TP. However, in the
most critical conditions, i.e. in presence of overloading
and/or critical tasks, scheduling policies which take into
account the value structure associated to the tasks (DS
and Value, among those adopted in our experiments) are
to be preferred. Moreover, the best behaviour shown wrt.
the completion of nominal parts does not automatically



indicate the best performance in terms of cumulated
reward, as made evident from the snake application:
specific user requirements like maximum cumulated
reward, or least exceptional results, play an important role
in the choice in these cases.

Extensions to the presented work are foreseen in the
direction of making the TAFT approach more suitable to
fault-tolerant real-time systems, a class of systems highly
representative of nowadays applications. In [7], it has
been already discussed that the TAFT model also
provides a flexible implementation base to enable an easy
mapping of a variety of strategies for the tolerance of
faults in the value domain, thus configuring as a nice
solution to the integrated tolerance of both timing and
value faults. A step ahead would be to focus on value
faults, which would add an additional degree of freedom
in selecting different levels of “quality” of service for the
application tasks. This can be accomplished either by
relaxing the mere role of exception handling of the TX, or
by introducing nesting in the TAFT approach.

With the former, TX could be, in general, a coarse
implementation of TN  in charge of performing a
minimum acceptable amount of actions to consider the TP
as correctly executed (although in a degraded form).
Obviously, including application code in TX makes more
difficult to derive a correct estimate of the WCET for TX,
which is a very crucial aspect for the TAFT approach.
This suggests that this “critical” part has to be kept as
much as possible reliable and verifiable.

The nesting of the TAFT approach is the other
possible direction which deserves investigations. In such
an approach the TX  maintains its role of exception
handling block to terminate a TP in a controlled way,
while the tolerance to value errors is managed just in the
normal part of nested Task Pairs.

Then, an analysis similar to the one conducted in this
paper would allow to evaluate the impact of the usage of
various scheduling strategies in the new extended
framework.
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